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Gsched: Coordinated Flow-Control and Priority
Scheduling for DNN Training in Al Cluster

Heng Xu®, Chengze Du"”, Zhiwei Yu'"”, Letian Li

Abstract—Distributed deep neural network (DNN) training in
multi-tenant cloud environments generates long-lived, bandwidth-
intensive, and interdependent flows that challenge traditional
fairness-based network scheduling. We present Gsched, a frame-
work that orchestrates centralized planning with hardware pri-
ority enforcement to realize communication interleaving, thereby
eliminating contention and maximizing pipeline efficiency. Unlike
methods relying on complex rate control or custom switch hard-
ware, Gsched leverages standard commodity switch features like
DSCP and SPQ to enforce strict priority scheduling. It employs
a cold-start profiling mechanism to capture task characteristics
without user intervention, and a centralized solver to compute the
optimal interleaving order that maximizes Average Transmission
Efficiency (ATE). Our analysis proves that this prioritization strat-
egy deterministically drives the system to a contention-free state,
while a local perturbation theorem guarantees robustness against
distributed execution conflicts via network backpressure. Across
workloads, Gsched achieves performance close to the state-of-the-
art Crux under heterogeneous workloads and remains competitive
in highly diverse cases. More importantly, Gsched provides a theo-
retical foundation that justifies scalable per-bottleneck scheduling
in multi-bottleneck networks.

Index Terms—Distributed DNN training, distributed task
scheduling, flow control, flow scheduling.

I. INTRODUCTION

ARGE-SCALE distributed deep neural network (DNN)
L training has become a core workload in modern multi-
tenant artificial intelligence (AI) clusters [30], [33], [63], [71]. In
traditional cloud environments, to maximize hardware resource
utilization, operations typically deploy high-concurrency tasks.
However, this strategy is not suitable for DNN training, as
its unique traffic patterns and structural characteristics under
long-term network saturation make shared network resources
a performance bottleneck and pose significant challenges for
network scheduling and control. Unlike traffic in conventional
cloud applications, which is short-lived, bursty, and indepen-
dent [38], [46], [58], [76], DNN training traffic is long-lasting,
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bandwidth-intensive, and exhibits pronounced cross-flow de-
pendencies [39], [48], [50], [54], which limits the effectiveness
of traditional scheduling methods under DNN workloads.

The commonly used synchronous batch processing paradigm
alternates between computation and communication phases in
eachiteration. During the communication phase, operations such
as AllReduce for gradient synchronization trigger large-scale,
high-bandwidth traffic aggregation across the network. When
multiple independent training tasks run concurrently, these pe-
riodic traffic bursts cause intense resource contention at network
bottlenecks. This raises a fundamental scheduling question:
should the network employ mechanisms such as fair queuing to
share bandwidth among concurrent flows, or actively schedule
flows to serialize them within the network?

For DNN workloads with strict synchronization points, the
communication overlapping paradigm is suboptimal due to in-
herent queuing delays and cumulative cross-iteration synchro-
nization effects. In contrast, the communication interleaving
paradigm [56], [57] structurally eliminates these performance
bottlenecks by orthogonalizing resource allocation in time.
However, existing approaches that consider the structured nature
of DNN traffic exhibit different trade-offs. Centralized algo-
rithms [3], [23], [53], [77] can optimize performance through
global coordination but incur high computational overhead and
limited scalability, while distributed algorithms [43], [44], [52],
[60] are flexible and easily scalable, but they typically cannot
achieve the performance limits attainable by centralized control.
Consequently, this study posits a central argument: How to effi-
ciently implement communication interleaving is an important
prerequisite for achieving high-performance DNN training.

Once communication interleaving is established as the objec-
tive, the next critical challenge is how to efficiently guide the
system from a state of uncoordinated concurrent competition to
an orderly interleaved state. To address this, this study proposes
and analyzes a mechanism based on controllable unfairness: by
leveraging strict priority queuing to enforce exclusive bandwidth
occupancy for high-priority tasks, the entire multi-task system
can be deterministically driven to converge exponentially toward
the ideal interleaved state. The key advantage of this approach is
that it does not require any custom hardware modifications and
instead utilizes standard commodity switch features as a readily
deployable mechanism, enabling efficient collaborative network
scheduling in distributed environments.

However, establishing interleaving only achieves the serial-
ization of flows and does not directly determine system perfor-
mance. In fact, different service orders of the serialized flows

2327-4697 © 2026 IEEE. All rights reserved, including rights for text and data mining, and training of artificial intelligence and similar technologies.
Personal use is permitted, but republication/redistribution requires IEEE permission. See https://www.ieee.org/publications/rights/index.html for more information.


https://orcid.org/0009-0001-1599-8200
https://orcid.org/0009-0005-5313-7750
https://orcid.org/0009-0009-7776-4985
https://orcid.org/0000-0001-6856-1785
https://orcid.org/0009-0001-9803-262X
https://orcid.org/0000-0002-8695-7342
https://orcid.org/0000-0003-3416-5551
mailto:lijialong@suat-sz.edu.cn

XU et al.: GSCHED: COORDINATED FLOW-CONTROL AND PRIORITY SCHEDULING FOR DNN TRAINING IN AI CLUSTER

correspond to different optimization objectives. To address this,
this study proposes a general scheduling method, which is based
on the serialized flow sequence and constructs the scheduling
sequence through adjacent flow swapping. Using this method,
we maximize the Average Transmission Efficiency (ATE) by
systematically adjusting the flow order to optimize overall trans-
mission performance.

Translating this comprehensive scheduling theory into a prac-
tical and scalable distributed system poses significant engineer-
ing challenges. We propose a local perturbation theorem. It
shows that the optimal sequence has strong structural stability.
Local adjustments caused by distributed asynchronous decisions
have minimal impact on global performance. This provides a
theoretical basis for constructing a robust distributed system.
Additionally, the perfect interleaving feasibility condition de-
fines the deployment boundaries and performance limits of the
framework.

To realize this theory in practice, we propose Gemini Schedul-
ing (Gsched), which coordinates centralized planning with dis-
tributed priority enforcement. While the state-of-the-art Crux
achieves excellent performance through GPU-intensity heuris-
tics and DSCP-based priorities, Gsched provides a comple-
mentary theoretical foundation (Theorem 4) for decomposing
global contention into lightweight local decisions with limited
performance loss. Gsched profiles task characteristics, computes
the interleaving order, and maps decisions to hardware priority
queues. Together with flow control, this design gives critical
flows exclusive bandwidth, resolves distributed conflicts, and
improves task progress and resource utilization.

The performance of Gsched is evaluated through experiments
in our cluster test environment, together with trace studies de-
rived from real distributed training runs. The results show that
Gsched performs close to the state-of-the-art Crux in common
homogeneous and semi-homogeneous settings, while remaining
competitive across heterogeneous workloads. In highly diverse
cases, Gsched can better exploit ATE-based ordering to reduce
communication stalls and improve bottleneck utilization. These
results suggest that Gsched is not intended to replace strong
heuristic schedulers such as Crux, but to provide a comple-
mentary scheduling framework with a theoretical basis for per-
bottleneck decomposition.

II. CHALLENGES

This section identifies the key scheduling challenges in multi-
tenant DNN training and motivates coordinated interleaving
with flow control.

Incompatibility of Traditional Objectives: DNN training traf-
fic (Fig. 1(b)) exhibits long-lived, persistent flows with strict
computation-communication alternation and AllReduce syn-
chronization, unlike the short-lived, independent flows in tra-
ditional datacenters (Fig. 1(a)). Traditional fairness or average
FCT objectives fail because iteration time is bottlenecked by
the slowest node: any delay in critical flows stalls the entire
task. Diverse parallelism patterns (data, model, pipeline) further
complicate unified optimization, as contention and inter-flow
dependencies are ignored by conventional metrics.
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Limitations of Existing Architectures: Centralized scheduling
incurs high overhead from global state collection and struggles
with heterogeneous, dynamic DNN workloads, causing decision
latency that cannot match rapid training phases. Distributed
scheduling treats flows independently, overlooking task-level
interdependencies and leading to globally suboptimal outcomes.
Flow control lacks application semantics, responds slowly to
congestion, and cannot prioritize critical synchronization flows,
resulting in delayed convergence and poor adaptability.

The Case for Coordinated Interleaving: Communication in-
terleaving exploits asynchrony across tenants to fill communica-
tion gaps and maximize link utilization without delaying critical
paths. It redefines fairness from flow-level bandwidth sharing
to task-level progress. However, under congestion, independent
scheduling and flow control often work against each other. True
optimization therefore requires co-design, where scheduling
reacts to network feedback and flow control enforces appli-
cation priorities. This observation motivates our controllable-
unfairness mechanism and the ATE metric for driving the sys-
tem toward contention-free interleaved states on commodity
switches.

III. RELATED WORK

This section reviews work related to Gsched across transport
protocols and queue management (Section III-A), flow schedul-
ing and load balancing (Section III-B), cluster scheduling
(Section III-C), and communication-aware DNN optimization
(Section III-D). Table I summarizes their key differences.

A. Evolution of Transport Protocols

The fundamental layer of data center networking relies on
robust congestion control and transport protocols, which have
evolved significantly to handle diverse traffic patterns.

Early approaches primarily utilized packet loss as the conges-
tion signal. Protocols such as TCP Reno [31], BIC [73], and its
successor CUBIC [24] aggressively probe bandwidth but often
fill switch buffers, leading to high latency. TCP Westwood [22]
attempted to improve performance over wireless or lossy links
by estimating bandwidth, yet it shares the inherent limitations
of loss-based control in high-speed datacenters.

To mitigate bufferbloat, delay-based algorithms were intro-
duced. TCP Vegas [11] pioneered the use of RTT variations to
detect congestion before packet loss occurs. Modern iterations
like Swift [36] and Yeah-TCP [10] further refine this concept,
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TABLE I
COMPARISON OF GSCHED WITH DIFFERENT FLOW SCHEDULING AND CONTROL MECHANISMS

Category & Methods Scheduling Scope Primary Objective

DNN Awareness Comm. Strategy Hardware Requirement

Transport Protocols

DCTCP [6] Packet-level Fairness & Low Latency No Fair Sharing Commodity (ECN)
DCQCN [81] Packet-level Fairness & Low Latency No Fair Sharing Commodity (ECN)
Homa [49] Packet-level Tail Latency No SRPT Commodity
NDP [25] Packet-level Incast & Tail Latency No Packet Trimming Commodity
Flow Scheduling

pFabric [4] Packet/Flow Minimize FCT No SRPT Commodity
Coflow [15] Flow Collection Minimize CCT No Rate Control Commodity
MLTCP [57] End-host Flow Approx. Interleaving Yes Rate Control Commodity
Cluster Scheduling

Gandiva [70] Job-level Cluster Efficiency Yes (Compute) N/A Commodity
Pollux [54] Job-level Adaptive Goodput Yes (Compute) N/A Commodity
DNN Comm. Optimization

ByteScheduler [52] Intra-job Hide Comm. Latency Yes Overlapping Commodity
TicTac [26] Intra-job Hide Comm. Latency Yes Overlapping Commodity
CASSINI [56] Inter-job Collision Avoidance Yes Staggering Commodity
Crux [13] Inter-job GPU Utilization Yes Priority Commodity
Gsched (Ours) Inter-job Max Link Utilization Yes Perturbation stable ordering Commodity

utilizing precise timestamping to maintain low target delays
while sustaining high throughput.

However, in modern datacenters, Explicit Congestion Notifi-
cation (ECN) has become the standard for conveying network
states. DCTCP [6] leverages ECN marks to provide fine-grained,
proportional rate reduction, while DCQCN [81] extends this to
RDMA over Converged Ethernet (RoCEv2), becoming a staple
for high-performance Al clusters.

MQ-ECN [8] enables ECN in multi-service multi-queue dat-
acenters by separating marking behavior across service classes.
ACC [74] automatically tunes ECN marking thresholds in
high-speed datacenter networks to maintain short queues un-
der changing traffic. ABM [1] actively manages shared switch
buffers by considering both total buffer occupancy and queue
drain time, improving burst absorption and queue isolation.
MicroBurst-ECN [75] improves ECN marking for micro-burst
traffic in multi-queue datacenters by decoupling threshold set-
ting and marking behavior. MPCC [79] applies model predictive
control to datacenter congestion control and adjusts congestion
windows according to queue dynamics.

Beyond these standard paradigms, specialized protocols have
emerged to address specific constraints. Deadline-aware pro-
tocols like D2TCP [68] incorporate flow deadlines into the
congestion window calculation to meet SLA requirements.
In-network congestion control schemes, such as XCP [35],
RCP [21], and RoCC [64], utilize active feedback from switches
to explicitly dictate sending rates, offering faster convergence
than end-host adaptation. Furthermore, receiver-driven designs
like NDP [25] and Homa [49] fundamentally shift flow con-
trol responsibility to the receiver, using packet trimming and
priority mechanisms to handle incast patterns and micro-bursts
effectively.

TIMELY [47] uses RTT as a delay signal for datacenter
congestion control, HPCC [40] leverages in-band telemetry to
obtain precise link-load information, PowerTCP [2] adapts the
sending behavior to high-speed bandwidth-window dynamics,
and Bolt [7] targets sub-RTT congestion control for ultra-low la-
tency in fast datacenter networks. eTran [14] enables extensible

kernel transport with eBPF for customized congestion control
and packet scheduling.

While these mechanisms optimize packet-level metrics and
enforce flow fairness, they operate agnostically to the upper-
layer application logic.

B. Flow-Level and Coflow Scheduling

Moving up the stack, flow scheduling algorithms aim to
optimize FCT rather than just link fairness.

pFabric [4] demonstrates near-optimal FCT by prioritizing
packets based on the shortest remaining flow size, though it
requires custom switch hardware modifications.

Recognizing that applications often generate collections of
flows with shared goals, the concept of Coflow was introduced.
The initial Coflow architecture [16] and subsequent optimiza-
tions like Varys [15] and Aalo [32] coordinate the scheduling
of flow groups to minimize the completion time of the slowest
flow in the group. These methods are particularly effective for
MapReduce-style data-parallel stages.

A separate line of work studies traffic scheduling and load bal-
ancing in datacenter networks. PIAS [9] approximates shortest-
job-first scheduling with commodity priority queues when flow
sizes are unknown, PDQ [29] performs preemptive flow schedul-
ing to reduce flow completion time and deadline misses, and
Baraat [18] schedules flows at the task level to reduce head-
of-line blocking. CONGA [5] uses congestion-aware flowlet
assignment, Presto [28] performs edge-based load balancing
with flowcells, LetFlow [69] exploits flowlet elasticity for asym-
metric paths, and ConWeave [62] supports fine-grained RDMA
rerouting with in-network reordering.

Despite their effectiveness in general data analytics, these
methods fall short for deep learning.

C. Centralized Network and Cluster Scheduling

Scheduling in datacenters is not limited to flows; it also
encompasses network-wide traffic engineering and compute
resource management.
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Centralized network schedulers like Hedera [3] and Fast-
Pass [53] utilize a global controller to orchestrate routing and
transmission times, achieving near-optimal network utilization.
However, the latency of the central controller limits their scala-
bility and responsiveness to microsecond-scale bursts.

The unique challenges of DNN training traffic, specifically its
periodic, bursty, and synchronized nature, have been extensively
characterized in works such as Echelon [50], MLNet [44], and
Comet [38]. These studies highlight that traditional resource
scheduling is insufficient for AI workloads.

Consequently, arich body of work has focused on GPU cluster
scheduling. Early systems like Gandiva [70], Themis [42], and
Tiresias [23] focused on maximizing cluster efficiency through
time-slicing, placement locality, and minimizing JCT.

Later systems introduced greater adaptivity: Pollux [54] and
Optimus [51] dynamically adjust batch sizes and resources based
on training progress. Shockwave [78] utilizes market-based
mechanisms for fair scheduling. SIA [33] explicitly addresses
hardware heterogeneity. TORTA [19] extends optimization to
distributed inference using reinforcement learning.

While these schedulers excel at GPU packing and job place-
ment, they typically treat the network as a static bottleneck
or a secondary constraint. They do not actively manage the
real-time interleaving of network flows, leaving communication
contention to be handled by the underlying, often inefficient,
TCP/RDMA logic.

D. Communication-Aware DNN Optimization

Recent research has increasingly focused on co-optimizing
communication alongside computation, divided into intra-job
and inter-job strategies.

To accelerate individual training tasks, systems optimize the
execution of collective primitives. TACCL [60] synthesizes
topology-aware communication algorithms, while BytePS [34]
utilizes unified bandwidth management for parameter servers.
Pipelining techniques, such as TicTac [26], and fine-grained ten-
sor schedulers like ByteScheduler [52] and Syndicate [43], break
down large tensors to overlap communication with computation,
effectively hiding network latency within the training loop.
US-Byte [65] optimizes the merging and ordering of unequal-
sized tensor blocks, while D-Credit [66] dynamically adjusts
the simultaneous communication window for tensor blocks.
EchelonFlow [67] further models flow completion under specific
distributed training paradigms and aligns communication with
computation through ideal completion times.

Mercury [20] moves DNN communication scheduling to the
transport layer by assigning packet-level priorities. RailS [72]
addresses sparse and imbalanced All-to-All traffic in expert-
parallel MoE training through topology-aware load balancing.
FAST [37] schedules All-to-All transfers by keeping the inter-
server bottleneck highly utilized and using fast intra-server net-
works to mitigate stragglers. UCCL [80] provides an extensible
software transport layer for GPU networking by decoupling
RDMA NIC data and control paths, enabling multipath transport
for ML collectives.

Addressing the contention between multiple concurrent jobs
is the most relevant frontier to our work. Muri [77] introduces
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multi-resource interleaving to optimize GPU sharing across
jobs. MLTCP [57] shows the benefit of controlled unfairness for
staggering communication across concurrent jobs, but it does
not provide a centralized scheduling framework with hardware-
enforced priority execution. CASSINI [56] uses geometric mod-
els to schedule job phases, aiming to desynchronize their peak
communication demands. Crux [13] represents a state-of-the-
art approach that prioritizes flows based on GPU intensity to
mitigate interference.

While these approaches, including Crux’s strong heuristic,
make significant progress through practical workload proxies
such as GPU intensity, Gsched takes a complementary direction.
It studies how a system-centric ordering objective can be decom-
posed into per-bottleneck decisions with bounded loss under
local perturbations. The local perturbation stability theorem
shows that conflict-induced priority swaps can be interpreted
as adjacent exchanges with limited degradation. This theoreti-
cal justification, rather than packet marking itself, is our main
conceptual contribution.

IV. OVERVIEW

This section introduces Gsched’s operating assumptions
(Section IV-A), scheduling objective (Section IV-B), theoretical
roadmap (Section I'V-C), and system design (Section IV-D).

A. Basic Concepts and Operating Environment

Multi-tenant Environment: Gsched targets shared GPU clus-
ters where multiple independent DNN training tasks compete
for limited network bandwidth. Workload heterogeneity and re-
source contention make efficient arbitration a central challenge.

DNN Training Traffic Pattern: Different parallelism strategies
generate distinct traffic patterns. Here, we simply use data-
parallel training as an illustrative example, where traffic follows
a loop of computation, transmission, aggregation, transmission,
and synchronization before the next computation. Within a sin-
gleiteration, computation and communication alternate multiple
times, with varying durations reflecting the heterogeneity of
forward and backward passes and communication steps.

Network Model: In Fig. 2, the logical layer of DNN training
network topology in competition is actually composed of mul-
tiple bottleneck links. In complex data center networks, a flow’s
path may traverse several bottlenecks such as switch egress ports.
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The model accounts for flows relating to multiple bottlenecks
and flows competing at various bottleneck points.

System Operating Conditions: Our study assumes abundant
computation resources of GPUs and focuses on network re-
sources as the bottleneck. With many concurrent training tasks
deployed to maximize costly cluster utilization, network re-
sources become saturated over time. This work addresses such
network-induced bottlenecks by improving overall performance
through efficient scheduling.

Deployable Load and Placement: We assume a standard
resource scheduler performs admission control based on compu-
tation and communication demands, so the aggregate bandwidth
demand of tasks sharing a bottleneck does not exceed capacity
C. Under this admissible load, strict priority queuing acts as
serialization rather than starvation. High-priority queues are
served first, while lower-priority tasks remain serviceable within
the iteration window because the switch is work-conserving and
total demand is bounded.

Scope and Applicability: Gsched is designed for comm-
unication-critical multi-tenant DNN training scenarios in which
network contention is the primary limiter of iteration progress.
In production clusters, however, the dominant bottleneck may
shift over time due to compute-side interference, hardware het-
erogeneity, stragglers, or data pipeline variability. In such cases,
Gsched remains correct as a communication scheduler, but its
end-to-end performance gain naturally diminishes as commu-
nication accounts for a smaller fraction of the iteration critical
path. Therefore, Gsched should be viewed as complementary to
compute-aware cluster schedulers rather than a replacement for
them.

Fairness and Service Guarantees: Gsched relaxes strict flow-
level fairness to accelerate synchronization-critical transmis-
sions, but not into unbounded unfairness. Under admissible
load, strict priority queuing serializes rather than starves flows,
since the switch is work-conserving and aggregate demand
stays within link capacity. Thus, lower-priority tasks receive
eventual service within the scheduling window, although Gsched
does not claim formal max-min fairness. Stronger production
guarantees can be added through aging, priority promotion, or
minimum-service reservation.

Bucketized Communication: Although our analysis uses com-
munication phases or windows, Gsched is not limited to one
monolithic communication block per iteration. Modern training
systems often split communication into tensor buckets that may
overlap with computation or one another. Gsched treats these
transfers as finer-grained communication windows, or groups
adjacent ones into short bursts, and applies the same priority-
based ordering to active communication units on each bottleneck
link.

B. Inputs and Objectives

Inputs: In Section V-A, we model each task .J; as a se-
quence of alternating computation and communication phases.
For macroscopic scheduling decisions, we aggregate these into
two core metrics: the total computation time 7. ; and the
equivalent total communication volume L; per iteration. These

IEEE TRANSACTIONS ON NETWORK SCIENCE AND ENGINEERING, VOL. 13, 2026

metrics capture the load characteristics essential for priority
assignment.

Bottleneck Modeling: At each network bottleneck, multiple
task flows arrive concurrently and exceed capacity. The fun-
damental scheduling choice is between fair queuing, which
shares bandwidth and increases latency for all, and strict priority
queuing, which serializes flows to minimize completion time for
high-priority tasks.

Optimization Goal: Our objectives are based solely on DNN
training task characteristics. We propose a system-centric met-
ric, Average Transmission Efficiency (ATE), which aims to max-
imize network utilization under communication interleaving.
Optimizing ATE ensures continuous data delivery, accelerates
iteration cycles, and improves overall training performance.

C. Theoretical Analysis Roadmap

Recent systems such as Crux demonstrate excellent prac-
tical performance through GPU-intensity heuristics, but they
also motivate a complementary theoretical question of how
per-bottleneck scheduling can remain robust when global con-
tention is decomposed across a large multi-tenant network.
Theorems 1-3 show why interleaving and ATE-optimal ordering
are beneficial, while Theorem 4 proves that the resulting decom-
position remains robust against distributed conflicts, which is
essential for large multi-tenant clusters.

Step 1 (Section V-B) Why Abandon Fair Scheduling?: Our
analysis rigorously compares two communication paradigms:
overlapping from fair scheduling and interleaving via active
scheduling. We prove that overlapping causes significant perfor-
mance loss due to bandwidth dilution and queuing delays. This
establishes that active communication interleaving is essential
for high performance (Theorem 1).

Step 2 (Section V-C) How to Leverage Inequality for Interleav-
ing?: After establishing interleaving as the goal, we introduce
a key mechanism: exclusive bandwidth occupancy. Using the
exponential convergence theorem (Theorem 2), we show that by
granting strict priority to a single task, the system deterministi-
cally breaks symmetric deadlocks and converges exponentially
to the ideal interleaved state.

Step 3 (Section V-D) How to Achieve Optimal Order after In-
terleaving?: Communication interleaving serializes data flows,
but the order matters. We derive a provably optimal scheduling
policy for ATE maximization (Theorem 3). By using a dynamic
decision function based on task attributes, we determine the
locally optimal sequence that keeps the bottleneck saturated.

Step 4 (Section V-E) Is Distributed Implementation Feasible ?:
Maintaining a globally synchronized sequence in distributed
systems is challenging. The Local Perturbation Theorem (The-
orem 4) proves that minor local adjustments to the optimal
sequence incur minimal performance loss. This guarantees that
systems relying on loose coordination remain robust and near-
optimal.

D. Design Overview

Section VI transforms the abstract theory into Gsched, a prac-
tical system that leverages standard commodity switch features.
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The design decouples global decision-making from physical
enforcement.

End-Host Logic: Instead of complex local rate control, end-
hosts in Gsched focus on accurate information gathering. A
Cold-Start Profiling mechanism captures the execution traces
of new tasks, while a Path Pinning strategy ensures flow paths
remain deterministic for centralized analysis.

Centralized Management: At the system level, a centralized
server computes the optimal ATE sequence for each bottleneck.
These decisions are enforced via DSCP priority mapping on
commodity switches. Crucially, Gsched relies on physical net-
work backpressure to naturally resolve conflicts when a flow
traverses multiple bottlenecks, achieving robust distributed co-
ordination consistent with Theorem 4.

V. THEORETICAL FOUNDATIONS

This section develops Gsched’s theoretical foundation, cov-
ering the system model (Section V-A), the need for interleav-
ing (Section V-B), priority-driven convergence (Section V-C),
ATE-based ordering (Section V-D), perturbation stability (Sec-
tion V-E), and distributed robustness (Section V-F).

A. System Model Formulation

In Fig. 3, a DNN training iteration includes fine-grained com-
putation, transmission, memory, storage, synchronization, and
interruption stages, some of which may overlap. For bottleneck-
network scheduling, we abstract them into two states: a com-
munication state, where a job injects traffic into a shared link,
and a non-communication state, which aggregates all remaining
periods. Each iteration is therefore modeled as alternating trans-
mission and non-communication segments, with communica-
tion duration mainly determined by the exchanged data volume
and available bandwidth under different parallel strategies.

In order to build a general theoretical model, we abstract this
process by representing the task as a chain of dependencies. A
DNN training job .J; is modeled as a tuple of alternating phases:

Jy= (T}, L}, T?, L%, ..., TX LK) (1)

c,1) c,1 c,1

1)) TC’.fi > 0 represents the non-communication duration of
the k-th stage within a single iteration.
2) L¥ > 0 represents the transmission data volume of the
k-th stage within a single iteration.
3) Ateach stage k£, T and L may be different for one job.
Crucially, these stages exhibit strong temporal dependency:
the (k + 1)-th non-communication stage cannot begin until the
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k-th communication transmission L¥ has fully completed. For
scheduling analysis, we model each iteration as a sequence of
alternating non-communication execution and network trans-
mission, with no overlap between them.

We denote by Ci’fn the intrinsic, contention-free completion
time of the k-th stage of task .J; on node n, namely the minimum
time required in the absence of any network contention or
blocking, and by Wi’fn the additional waiting time incurred due
to network contention; consequently, the actual completion time
of the stage is Cf',, + W} .

For macroscopic analysis, we abstract away the fine-grained
stage index k£ and use T,; and L; to represent the non-
communication time and communication volume of a represen-
tative segment within an iteration of task .J;, respectively.

At the system level, we consider a set of NV independent DNN
training jobs J = {J1, J2, ..., Jn} deployed in a data center
network. The network contains multiple potential bottleneck
links, and we assume all bottleneck links share an identical band-
width capacity C. Different task flows may traverse different
paths and contend for resources at these bottleneck points.

B. The Necessity of Interleaving

Building on the system model, we now focus on a single
communication phase, in which each task J; needs to transmit
a data volume L; over a shared bottleneck link of bandwidth C.
Multiple tasks may attempt to transmit simultaneously, creating
contention for the link. To understand how this competition
affects performance, we examine the packet-level behavior of
these transmissions. At this level, the order in which packets
are served becomes important, which motivates the study of
different queueing and scheduling strategies.

1) Communication Overlapping: The switch employs Fair
Queuing (FQ). Bandwidth is dynamically divided among
concurrent flows, causing packets from different tasks to
interleave on the wire.

2) Communication Interleaving: The system employs Strict
Priority Queuing (SPQ). High-priority packets are served
first, while low-priority packets are buffered, effectively
serializing the flows.

Lemma 1: Under the communication overlap paradigm, due
to bandwidth dilution, the transmission duration 7Tyepap,; for
any task ¢ is strictly greater than its ideal isolation time.

Proof: In a fair-queuing system, bandwidth is shared. As
long as there is at least one other active flow competing, the
instantaneous bandwidth b;(¢) allocated to task 4 is less than
C'. Consequently, the inter-packet gaps are widened. The total
completion time is:

1 1 L;
Tovertap,i = /76[[;1 > /—st = = )

bi(t) C C
This inequality proves that FQ inherently prolongs the physical
transmission process for every flow. |

Lemma 2: Under the communication interleaving paradigm,
enabled by buffering and strict prioritization, the highest-priority
task & transmits at the full line rate C. Its duration reaches the
physical lower bound.
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Proof: Packets from different tasks arrive at the switch buffer
asynchronously. Under Strict Priority Queuing, as long as the
queue for task £ (highest priority) is not empty, the scheduler
transmits its packets immediately. Packets from lower-priority
tasks are buffered in the queue and do not contend for the link.
Thus, packets of task & are transmitted back-to-back on the wire.
Task k£ effectively monopolizes the bandwidth:

Ly,
Tinterleave,k = 6 (3)
With Lemma 1, we have T}y tericavek < Tovertap,k- [ |

Theorem 1: In iterative computing systems, scheduled inter-
leaving strictly outperforms concurrent overlap. By preventing
bandwidth diversion to lower-priority tasks, it accelerates the
completion of early tasks (TF% < TH®), enabling efficient
computation pipelining.

Proof: We prove this by comparing the time required to finish
the first £ tasks in the schedule. Let £ = Z?Zl L; be the
cumulative data volume of these tasks. 4

Under interleaving, the scheduler concentrates 100% of the
bandwidth on the high-priority sequence. The time to finish the
first k tasks is exactly the time to transmit their data:

L

fPigish,k = Fk “)
Under Overlapping, consider the same time point { = %’“ The
switch has transmitted a total data volume equal to £;,. However,
due to fair queuing, this transmitted volume is a mixture that in-
cludes packets from lower-priority tasks (7 > k). Consequently,
the first £ tasks have not completed transmitting their full data
Ly, yet. Their actual completion time must be later:

TFQ Ly, 5)

Finishyk = rel

For all tasks &k < N, we have the inequality Tﬁ%sh) <
Tﬁgish, i For the final task (k = NN), the times are equal as
the total volume is identical. This proves that SPQ allows
the majority of tasks to detach from the network significantly
earlier than in FQ, creating the necessary slack for computation
pipelining. |

Communication overlapping penalizes early tasks by divert-
ing bandwidth to later tasks. Scheduled interleaving uses priority
buffering to concentrate bandwidth, accelerating task comple-
tion without penalizing the total makespan. This establishes a
deterministic, high-throughput pipeline essential for distributed
training.

C. Accelerated Convergence Mechanism

Based on the theoretical advantage of communication inter-
leaving discussed in the previous section, we now introduce a
priority-based mechanism that accelerates the convergence of
an N-task system from a state of link contention to conflict-free
interleaving. By assigning a single task the highest transmission
priority, the system quickly approaches the ideal interleaved
state.

To analyze the dynamic evolution, we partition tasks into the
priority task .J,, with the highest transmission priority and the
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secondary-priority tasks Js . comprising the remaining N — 1
tasks. We conducted experiments on a 100 Gbps link, where the
total transmission volume of the secondary task set was equal
to that of the highest priority task, and the throughput allocated
to the high priority task was slightly higher than that of the task
set.

Through flow-control adjustment, their throughputs are de-
noted as thr, and thre, respectively, subject to the link-
saturation constraint thr, + thre. = C. In Fig. 5, it enables
precise tracking of the [N-flows system under the priority strat-
egy, which yields three distinct stages in each iteration’s com-
munication phase:

1) Phase 1. Priority-Only Period (T%): J, begins transmis-
sion while Jg. is still computing or its data has not arrived,
fully occupying the link.

2) Phase 2. Overlap and Contention (13): Both J,, and Jgec
transmit concurrently, sharing the link according to thry,
and thrgec.

3) Phase 3. Secondary-Only Period (T3): After J, completes
transmission, Jg. exclusively uses the link to finish its
remaining data.

The system aims to minimize the time 75 through priority

control, ideally reducing it to zero after several iterations.

Assumption: For the closed form convergence law in
Theorem 2, we use an idealized two group abstraction. The
priority task J, and the aggregated secondary task set Jgc.
have equal per iteration communication volume. Their through-
put shares are quasi static during the overlap interval, with
thr, + thrse.” = C and thr, > C/2. These assumptions are
used only to derive the exponential decay expression. In practice,
unequal communication volumes and ECN regulated rate varia-
tions may change the decay constant, but they do not change the
priority driven tendency that the overlap interval shrinks across
iterations.
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Theorem 2: In an N-flow system, if flow control guarantees
the priority task .J,, a throughput thr, > C/2 and L,, is its per-
iteration communication load, the communication overlap time
TQ(") with the secondary-priority set Js.. decays exponentially

with iteration index n:
L, (C—thr,\"!
L <p> (6)

(n)
T,"W = ——
2 thry thry

A detailed proof can be found in Appendix A.

D. Scheduling for ATE Maximization

Building on the previous analysis of communication inter-
leaving and its collaborative mechanisms, we now address a
higher-level scheduling problem: once interleaving is achieved
and multiple tasks queue for network resources, in what order
should they be served to optimize overall performance?

For heterogeneous DNN tasks, no single scheduling order is
universally optimal; the notion of an optimal policy depends
on the system-level objectives set by the administrator. This
section exposes the inherent performance trade-offs and presents
aunified theoretical framework encompassing scheduling strate-
gies for different objectives.

Under communication interleaving, the scheduler must decide
the serving order among heterogeneous tasks. Given parallelized
computation but serialized transmission, our objective is to max-
imize link utilization, i.e., ensure continuous data delivery within
each time window. This keeps the communication pipeline satu-
rated, thereby shortening iteration cycles and improving overall
training efficiency.

We propose ATE as a system-centric metric to evaluate the
performance of a scheduling policy 7. This metric quantifies
the average fraction of time occupied by effective network
transmission within a training iteration across all tasks. Our
objective is to maximize 7(m), which is formally defined as:

1 T
_ t,i
77(77) o N ; Tc,i + Tt,i + Wl(ﬂ')

(7

ATE is a communication-centric metric intended for regimes
where network contention dominates the iteration slowdown.
It does not aim to replace compute-oriented objectives such as
goodput or cluster-wide GPU efficiency, which are handled by
complementary cluster schedulers.

Theorem 3: The optimal scheduling sequence 7y that max-
imizes the average transmission efficiency n(7) for a set of tasks
ata single bottleneck is generated by a greedy stepwise construc-
tion algorithm. At each step, a dynamic decision function & is
used to choose the currently optimal task between two candidates
a and b, where a is at position k£ and b at position k + 1. The
decision function is:

Tt a Tt b
®(a,b, Wy 1) = ’ ’
(a7 ’ k 1) (Ca —+ Wk',—l Cb + Wk—l + Tt7a>
_ ( T Tta )
Co+Wi1 Cot Wi + Ty

()
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Proof: We prove the theorem by combining the Adjacent
Pairwise Exchange method with a stepwise construction ap-
proach. We seek the optimal permutation 7* within the permu-
tation space 11 of the NV tasks.

The first step establishes the local optimality condition. Con-
sider any two adjacent tasks .J, and .J, in the priority scheduling
sequence, with their accumulated waiting time before them
denoted as W}, _1. We compare the contribution difference of the
two possible orders to determine the local optimality criterion.

Order 1: [a, b]. The contribution to n(7) by two tasks is:

Tt,a ,Tt,b

Contrib(a,b) = ’
ontri (a, ) Ca“Fkal + Cb"‘kal +Tt,a ( )

Order 2: [b, a]. After swapping, the contribution is:

. Ttb :rta
Contrib(b = - :
ontrib(b, @) Co+Wior Co+Wii + 13y

(10)

Define the contribution difference A = Contrib(a, b) —
Contrib(b, a) as:

A — < Tt,a Tt,b >
Co+Wir Co+Wia+Th,
- ( Tt,b Tt,a ) (11)
Co+Wiow  Co+ Wi + Ty

Maximizing n(7) requires A > 0, which means the order
[a,b] is preferred. Since the sign of A depends dynamically
on Wj,_, and cannot be determined by intrinsic task attributes
alone, the local optimal order is decided by the dynamic decision
function ®(a, b, Wi_1) = A. When ®(a,b, Wj,_1) > 0, [a, b] is
locally optimal; otherwise, swap.

The second step proves global optimality through a greedy
construction. The optimal sequence 7* can be obtained by a
greedy construction algorithm with a worst-case complexity of
O(n?), described as follows:

1) Step 1 (k = 1): Compute pairwise ®(4, j,0) for all pairs.
Select the task 7*(1) that wins all comparisons (® > 0)
as the first element.

2) Step k: Assume the first kK — 1 tasks are determined,
resulting in accumulated waiting time Wj_;. Compute
pairwise ® (4, j, Wj._1 ) among the remaining unscheduled
tasks. Select the winner 7* (k) that satisfies the condition
against all others as the k-th element.

3) Repeat until all tasks are scheduled.

We prove optimality by contradiction. Assume there exists

a solution 7, better than our constructed sequence my. Let
position k be the first index where m, and 7, differ. At this
step, given the same history Wj_1, oy selects task b, while
our algorithm selects task a. By the definition of our greedy
algorithm, task a must satisfy ®(a, b, Wy._1) > 0. This implies
that placing a before b yields a higher or equal contribution than
placing b before a. Therefore, the choice made by 7, (selecting
b) contradicts the local optimality condition established in Phase
1 and cannot result in a globally superior total efficiency. Thus,
no better solution exists. |

For any objective, the adjacent pairwise exchange principle

derives the optimal task order by identifying the corresponding
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local decision function, whose form determines complexity. If
the sign of A depends only on static task attributes, ordering
reduces to sorting with O(nlogn) complexity. If A depends
on dynamic preceding states such as Wj_q, the worst-case
construction is O(n?), but the online sequence can be main-
tained efficiently with a heap or balanced data structure, where
each insertion or deletion costs O(logn) and avoids quadratic
overhead in practice.

E. Perturbation Stability in Scheduling

Theorem 3 establishes the optimal ordering rule for maximiz-
ing ATE at a single bottleneck. However, Gsched is deployed
in a distributed network, where a flow may traverse multiple
bottlenecks and encounter different local contention patterns.
As a result, the globally preferred sequence computed at one
bottleneck may not be realized exactly at another bottleneck.
Such mismatch does not usually induce an arbitrary reshuffling
of the entire schedule; instead, it appears as a local perturbation,
where a task that should be served at position k& is temporarily
postponed by a competing task.

Therefore, the relevant theoretical question is not whether
perturbation can be completely avoided, but whether the result-
ing deviation from the optimal sequence remains structurally
benign. We emphasize that this statement is conditional for ATE.
Since ®(a, b, W},_1) depends on the fixed prefix through W, _1,
ATE does not imply global order consistency for arbitrary task
sets. We use the theorem under a local fixed-prefix regime, where
all feasible repairs share the same prefix and the relevant pairwise
signs of ® remain unchanged over the small waiting change
induced by the repair. Outside this regime, the theorem should
be read as a local approximation that explains why the smallest
feasible exchange is the least disruptive repair.

Theorem 4 (Local Perturbation Stability): Let 11 denote
the permutation space of a task set, and let f:Il - R
be the scheduling objective to be maximized. Let 7* =
(7], 75, ..., my) € Il be a globally optimal sequence.

Assume that f satisfies the following local order-consistency
property over the repaired suffix. For any optimal sequence 7*, if
two tasks x and y satisfy x < yin 7", then after fixing a common
prefix that does not alter their feasibility, the optimal ordering
of the remaining subproblem still prefers x before y. For ATE,
this means that after the common prefix is fixed, the relevant
pairwise comparisons induced by ® keep the same sign within
the small waiting range caused by the repair.

Suppose an external constraint prevents task 7}, from being
served before its successor 7, so 7 must be postponed.
Among all feasible repaired schedules that keep the prefix
(73, ..., m_,) unchanged and move 7} to some later position
j > k, the schedule obtained by a single adjacent exchange,

(s e s TR 1 Tl 1> o> Mg - -+ )5 (12)

achieves the smallest performance degradation. Equivalently, if

13)
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then for every feasible repaired schedule 7(7) with 7}, moved to
position j > k,

A(r DY < A(r), (14)
Proof: Let the optimal sequence be
7r*:(...7<¢/_/,<5/_/,\c’_/,...), (15)
ko k+1l k42
where the optimal precedence relation implied by 7* is
a<b=<ec (16)
By the order-consistency property, we also have
a<c a7

in the suffix subproblem once the common prefix before position
k is fixed.

Now suppose an external perturbation forces task a to be
postponed. Consider two feasible repairs:

(18)

7= (..,ba,c...),
= (19)

wh={(...,bca,...).
The two repaired sequences share the same fixed prefix (..., b).
Therefore, their difference is entirely determined by the remain-
ing suffix order: 7} retains the relative order (a,c), while 7}
reverses it into (¢, a).

Since the suffix subproblem still preserves the optimal order
between unaffected tasks and @ < c in that subproblem, placing
a before c is optimal whenever both remain feasible after the
same prefix. Hence,

f(mh) > f(mh), (20)

or equivalently,

A(my) < A(my). @n

Thus, postponing a by one position causes no more degradation
than postponing it by two positions.

We next generalize this argument. Let () denote the repaired
sequence obtained by moving a from position k to position j >
k. Such a move can always be decomposed into a sequence of
adjacent exchanges:

7-‘-(’H-l), 7-‘-(16-&-2), e 7T(j)7 (22)
where at step r, task a is swapped only with its current immediate
successor. At each step, the same argument as above applies:
exchanging a with only the next task preserves as much of the
optimal suffix order as possible, whereas moving a further back
necessarily introduces at least one additional inversion against a
task that should remain behind a in the optimal structure. There-
fore, each extra displacement cannot reduce the loss relative to
the smaller displacement.

By induction on (j — k), we obtain

FrED) > f(x), Vi > k4, (23)

which proves that the adjacent exchange yields the minimum
degradation among all feasible postponements of a. ]



XU et al.: GSCHED: COORDINATED FLOW-CONTROL AND PRIORITY SCHEDULING FOR DNN TRAINING IN AI CLUSTER

Theorem 4 has two implications. First, it establishes a local
stability property: when an external conflict makes the orig-
inal order infeasible, the smallest structural deviation causes
the smallest objective loss. Second, it bridges the single-
bottleneck ordering of Theorem 3 and the distributed realization
of Gsched. Disagreements among bottlenecks need not trigger
global rescheduling; each conflict can be treated as a local
perturbation repaired by the smallest feasible exchange.

This interpretation is important for ATE maximization but
remains local. Theorem 3 generates the ATE sequence through
repeated local decisions under the dynamic comparison function
®(a,b, Wy_1). With a fixed common prefix, Gsched compares
feasible repairs under the same waiting state. If the relevant
signs of ® remain stable within the small waiting perturbation,
the suffix order is locally consistent. Otherwise, adjacent repair
is used as a local approximation rather than an unconditional
optimality guarantee.

When a downstream bottleneck or congestion-control event
delays a task, the realized schedule differs from the single-
bottleneck optimum only through sparse local displacements. By
Theorem 4, resolving each displacement as an adjacent repair is
least harmful. If a task must be postponed by multiple positions,
the least-loss repair is a sequence of adjacent exchanges rather
than a direct relocation, so performance loss grows gradually
with the number of local perturbations. This justifies Gsched’s
design choice to avoid a globally synchronized total order and in-
stead preserve the ATE-oriented structure through local priority
enforcement, minimal repairs, and congestion-control feedback.

F. Distributed Consistency and Performance Robustness

While Theorem 3 provides the optimal ordering for a sin-
gle bottleneck, a flow in a distributed network may traverse
multiple bottlenecks, each potentially calculating a different
optimal sequence. A global optimization solving for all links
simultaneously is computationally intractable and unscalable.
Instead, Gsched computes local optima using Theorem 3 and
resolves conflicts via congestion-driven rate regulation. Crit-
ically, Theorem 4 bridges the gap between local and global
performance. It guarantees that when a conflict forces a local
priority swap, the impact on the global objective function is
minimal. This theoretical stability justifies our design choice of
using decoupled, per-link scheduling.

Consider a flow F} traversing two bottlenecks, Link A and
Link B.

e AtLink A, the local scheduler assigns F; the highest prior-

ity based on its local optimal sequence 7%y = (Fy, Fs, ... ).

e AtLink B, due to different contention patterns, the sched-

uler assigns a higher priority to another flow F5, resulting
in a sequence 7y = (Fy, Fy,...).

Physical Consequence: When F; contends at Link B, conges-
tion control reacts to queue buildup by reducing F}’s sending
rate, so F; consumes only part of the bandwidth at upstream
Link A. Since the switch is work-conserving, the remaining
bandwidth is reallocated to the next ready task F3, improving
link utilization. This behavior complements ECN-based data-
center congestion control such as DCQCN and DCTCP. The
transport layer adjusts rates from queue feedback, while Gsched
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controls the relative service order, forming a cooperative loop
where congestion control absorbs downstream contention and
Gsched preserves the intended priority structure.

Equivalent Scheduling View: From the perspective of Link A,
the actual transmission order deviates from its calculated opti-
mum 7. [, originally scheduled first, is effectively postponed
or interleaved with F3 due to external constraints from Link B.
This creates a perturbed execution sequence 7'y .

Robustness Analysis: According to Theorem 4, when the local
order-consistency condition holds under the fixed prefix, the
degradation caused by such local displacements is minimized
by the adjacent-repair view. For ATE, this is a local guarantee
when the relevant signs of ® remain stable. Otherwise, it serves
as an approximation that explains why sparse local conflicts
usually cause limited degradation rather than global reordering.

This analysis shows that independent, distributed scheduling
agents can operate without full global coordination. Local in-
consistencies are naturally tolerated, and overall performance
remains near-optimal. These insights guide the design of our
distributed scheduling framework in the next section.

VI. DESIGN AND IMPLEMENTATION

This section presents Gsched’s design and implementation,
including priority-based forwarding (Section VI-A), profiling
and ATE optimization (Section VI-B), distributed coordination
(Section VI-C), and scalability analysis (Section VI-D).

A. System Architecture and Priority-Based Forwarding

The Gsched architecture has three components. Commod-
ity switches provide data forwarding and enforce DSCP-based
strict priority scheduling. The Centralized Scheduling Server
maintains the topology state, computes the scheduling sequence
for each bottleneck link, and distributes priority instructions.
End-Host Agents run on training servers to intercept NCCL
operations, identify flows, collect performance data, and dy-
namically mark packet priorities.

To achieve fine-grained scheduling control, we map the eight
physical queues of the switch, denoted as Queue 0 to Queue 7
where Queue 0 has the highest priority, as follows.

® Queue 0 for Critical Control: This queue is dedicated to

transmitting Acknowledgments, Congestion Notification
Packets, and the control signaling of Gsched itself. Assign-
ing it the highest priority ensures that the system control
plane remains non-blocking under deployable workload
conditions. In extreme overload scenarios, end-to-end con-
gestion control provides adaptive rate throttling to prevent
persistent blocking.

® Queue I for Cold-Start: New tasks first enter this queue for

several warm-up iterations, allowing the agent to collect
traffic characteristics before normal scheduling.

® Queue 2 to Queue 6 for Tiered Scheduling: These queues

serve the top 5 tasks in the ATE sequence 7, with higher-
ranked tasks mapped to higher-priority queues. If a higher-
ranked task is blocked downstream, the switch immedi-
ately serves the next ready task, preserving orderliness and
utilization.
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® Queue 7 for Buffer-Constrained Waiting: This queue holds
tasks outside the top tiers and utilizes aggressive ECN
marking to shift backlog from switch buffers to end-host.
The work-conserving switch grants immediate bandwidth
to these tasks once higher queues are drained while the cen-
tralized controller promotes them to high-priority queues
in the subsequent cycle. This mechanism maximizes link
utilization and guarantees eventual task completion with-
out starvation.

B. Scheduling Workflow From Profiling to ATE Optimization

The operation of Gsched follows a closed-loop process com-
prising four phases, including flow identification, cold-start pro-
filing, centralized decision-making, and priority enforcement.

Flow Identification and Dynamic Path Pinning: Deep learning
training typically relies on persistent connections such as RDMA
Queue Pairs. To enable the centralized server to construct a
deterministic dependency graph, the flow’s physical path must
be predictable. However, statically fixing a source port for the
entire session may lead to hash polarization.

Gsched addresses this via a per-iteration dynamic pinning
strategy.

1) Periodic Probing: At the boundary of each iteration, the
End-Host Agent initiates lightweight probes using a set of
candidate UDP source ports.

2) Optimal Selection: The centralized server correlates these
ports with physical paths via ECMP logic to identify the
path with the least background load.

3) Deterministic Execution: The server instructs the Agent
to pin this optimal UDP source port for the duration of the
current iteration.

This mechanism guarantees that within each scheduling win-
dow, the physical path remains deterministic for ATE opti-
mization, while enabling adaptive rotation across iterations to
mitigate long-term collisions.

Cold-Start Profiling: When a new training task .J; starts, it
is mapped to Queue 1 by default. The task runs for a config-
urable warm-up period, for example, 10 iterations. During this
period, the end-host agent captures the fine-grained execution
trace of the task. Specifically, it records the duration of each
non-communication phase sz and the data volume of each
communication phase L within a single iteration, along with
the 5-tuple information used. Upon completion of profiling, the
agent reports this sequence of phases to the central server and
automatically downgrades the traffic of the task to Queue 7 to
await further scheduling instructions.

Centralized Decision Making: The scheduling server main-
tains a global view of the network topology. First, based on the
candidate ports reported by the agent and the switch’s ECMP
hashing logic, the server selects and locks the optimal physical
path for each data flow to avoid hotspots. Second, the server
aggregates the load demand on every link along these determined
paths to identify bottleneck links where utilization approaches
saturation. Finally, for each identified bottleneck link, the server
executes the ATE maximization algorithm to compute the opti-
mal ranking sequence 7* for the flows.
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Token Dispatch and Priority Enforcement: Based on the cal-
culation results, the server sends corresponding priority tokens
to the top 5 ranked tasks. Upon receiving a token, the end-host
agent modifies the Traffic Class field of the QP by invoking
RDMA verbs interfaces. The value of this field maps directly to
the DSCP value in the IP packet header, thereby injecting data
packets into the corresponding queues from Queue 2 to Queue
6 for transmission.

C. Distributed Coordination

In a distributed network, a flow may traverse multiple bot-
tlenecks whose local rankings conflict. Gsched avoids global
locking and assigns the flow the highest priority it obtains across
all traversed bottlenecks. For example, if a flow is ranked for
Queue 2 at Link A and Queue 4 at Link B, it is assigned
Queue 2.

The physical execution is regulated by network backpressure
and work-conserving switching. If the flow is blocked by a
higher-priority task at a downstream link, its packets trigger
ECN marking or RTT inflation, and end-host congestion control
throttles its sending rate. The released upstream bandwidth is
then immediately used by the next ready task in the local priority
sequence. This dynamic yielding implements the adjacent-repair
behavior analyzed in Theorem 4, allowing Gsched to tolerate dis-
tributed conflicts without maintaining a globally synchronized
total order.

D. Scalability and Control Efficacy

Addressing the challenges of managing large-scale clusters,
Gsched ensures scalability and responsiveness through parallel
decomposition and latency hiding.

Parallel Decomposition: Gsched scales by decomposing
scheduling per bottleneck link instead of solving one monolithic
cluster-wide optimization. The central server runs the ordering
algorithm independently for each identified bottleneck. Since
Al training traffic is usually confined within task groups such as
AllReduce, and further constrained by placement, the number
of concurrent flows N on a link is typically below 20. The
ordering cost is O(N log V) for static decision functions, and
remains microsecond-level for such small NV even with dynamic
state. With multi-core parallelism, one scheduling server can
process thousands of bottlenecks with modest control overhead.
Each iteration only requires lightweight profiling reports and
a few priority-token updates for top-ranked tasks, rather than
per-packet or globally synchronized control actions.

Latency Hiding via Overlap: Gsched hides control-plane
latency by exploiting the alternating computation and commu-
nication phases of DNN training. During non-communication
phases, the server computes scheduling decisions and dispatches
priority tokens in advance. Since computation usually exceeds
the control-plane RTT, updated DSCP mappings reach end
hosts before the next communication phase, aligning packet-
level switch scheduling with the flow-level plan. Unlike time-
division schemes that require microsecond-level clock syn-
chronization, Gsched relies on relative priority ordering. With
work-conserving SPQ, execution jitter does not prevent the link
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TABLE II
DNN WORKLOAD DEPLOYMENTS IN DIFFERENT SCENARIOS

Scenarios Deployed Tasks

Heterogeneous GPT-2, ResNet, VGG16, VGG19,
CamemBERT, RoBERTa, BERT

Homogeneous GPT-2 x 7

Semi-homogeneous | GPT-2 x 3, BERT x 2, VGG16 x 2

Highly-diverse GPT-3, GPT-2, BERT, VGG16

from serving the next ready flow. Thus, scheduling latency
is largely removed from the communication critical path, and
scaling mainly increases the number of independent bottleneck
decisions rather than the per-link reaction latency seen by each
task.

VII. EVALUATION

This section evaluates Gsched through the experimental setup
(Section VII-A), homogeneous workloads (Section VII-B),
heterogeneous workloads (Section VII-C), semi-homogeneous
workloads (Section VII-D), highly diverse workloads (Sec-
tion VII-E), convergence analysis (Section VII-F), and evalu-
ation scope (Section VII-G).

A. Experimental Setup

Hardware Setup: We use a physical cluster of 8 servers
connected via a 2-tier Leaf-Spine topology comprising 4 spine
switches and 4 leaf switches (Cisco 9500-series). We set the per-
queue buffer size to 500 KB to accommodate traffic bursts, while
configuring ECN thresholds at K,,;,, = 30 KB and K4, = 65
KB to maintain low queuing delay. To emulate realistic conges-
tion, we configure a 2:1 oversubscription ratio at the leaf layer.
Specifically, each leaf switch connects downlink to 2 servers
aggregating 800 Gbps bandwidth and uplink to 4 spine switches
aggregating 400 Gbps bandwidth. The 32 total RDMA endpoints
run RoCEv2 with ECN enabled, controlled by a dedicated
out-of-band scheduling server. To determine the workloads, we
collected raw data from real distributed training sessions on a
reference cluster of dual servers equipped with 4 NVIDIA RTX
4090 GPUs, each with 48 GB memory, for replay simulation.

DNN Workloads: We experiment with 8 representative DNN
models: GPT-2 [55], GPT-3 [12], ResNet50 [27], VGGI16,
VGG19 [61], BERT [17], RoBERTa [41], and Camem-
BERT [45]. All models have equal arrival probability. We
categorize deployments into four types of scenarios to study
inter-job scheduling performance in Table II. Homogeneous
refers to a scenario in which all tasks are of the same model
type. Heterogeneous refers to a scenario in which all tasks
are of different model types. Semi-homogeneous refers to a
scenario in which some tasks are identical while others differ.
Highly-diverse refers to a variant of the heterogeneous scenario
in which tasks with differences in iteration time and data transfer
volume are included to create maximal diversity.

Metrics: Waiting time refers to the time during a training
iteration in which a device remains idle after completing its
computation, typically while waiting for gradient aggregation,
parameter synchronization, or for other devices to reach the
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Fig. 6. Illustration of local perturbation and adjacent repair. A task that is
preferred in the globally optimal sequence may be temporarily postponed by
a downstream constraint. The least-disruptive repair is an adjacent exchange
rather than a larger reordering.

same iteration. Link utilization refers to the Probability Density
Function (PDF) calculated over a sliding window from [0,2]
seconds with steps of 0.01 seconds. GPU utilization refers to the
fraction of each iteration that is spent on computation. Iteration
time refers to the time required to complete one training iteration
of a DNN, including forward propagation, backward propaga-
tion, multiple communication steps, gradient aggregation, and
synchronization across devices. Convergence time refers to the
number of iterations required for the overall iteration time across
all tasks to stabilize.

Baseline: We compare Gsched with five baselines. DCTCP
[6] represents ECN-based congestion control for flow-level
scheduling. MLTCP [57] is an end-host rate-control method
for inter-job communication interleaving in DNN training.
SRTF [59] schedules flows by shortest remaining time, while
pFabric [4] prioritizes packets by remaining flow size to min-
imize FCT. Crux [13] is a GPU-intensity-aware scheduler that
mitigates inter-job contention to improve GPU utilization. We
also report Upper/Lower Bound results, where tasks are com-
pletely non-conflicting and incur no waiting.

Source of performance gains: Gsched’s performance gains
mainly come from two coupled effects. First, strict-priority
interleaving suppresses bandwidth dilution and queue buildup
by serializing competing communication windows at each bot-
tleneck. Second, ATE-based ordering uses each task’s com-
putation/communication profile to choose a service order that
better matches the training pipeline. These decisions reduce
communication stalls, keep bottleneck links more continuously
occupied, and therefore improve iteration time, waiting latency,
link utilization, and GPU utilization in a consistent way.

B. Homogeneous Scenario

Iteration Time: In Fig. 7(a), the Cumulative Distribution
Function (CDF) of iteration time illustrates the performance
distribution of the algorithms across seven homogeneous GPT-2
tasks. In Table I1I, Gsched achieves an iteration time of 210.1 ms,
only 0.05% above the experimentally achievable lower bound
of 210.0 ms, approaching the minimum achievable time con-
strained by physical limitations. In comparison, SRTF reaches
239.9 ms, exceeding the lower bound by approximately 14.2%,
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Fig. 7. Overall performance of the tasks for homogeneous scenario: (a) iteration times, (b) waiting times, (c) link utilization, and (d) GPU utilization.
TABLE III
OVERALL PERFORMANCE OF DIFFERENT ALGORITHMS UNDER DIFFERENT SCENARIOS
‘ Homogeneous ‘ Heterogeneous ‘ Semi-homogeneous ‘ Highly Diverse
Aleorith GPU Iteration Link Waiting | GPU Iteration Link Waiting | GPU Iteration Link Waiting | GPU Iteration Link Waiting
M T @) ms) %) ms) | (%) (ms) (%) (ms) | (%) (ms) (%) (ms) | (%) (ms) (%) (ms)
Gsched 86.3 210.1 947 0.1 859 2394 689 11.8 |854 2342 733 113 |783 2048 622 103
Crux 86.3 210.1 947 0.1 80.9 2549 626 259 (854 2337 738 103 [709 2241 575 328
pFabric 86.3 210.1 947 0.1 81.5 2530 634 24.1 [845 236.6 721 130 |[71.3 2222 582 306
SRTF 77.8 2399 81.0 29.8 |[83.2 2478 664 20.1 |822 2443 70.8 20.8 [77.0 2103 59.6 14.2
MLTCP 70.7 2653 725 55.0 [82.6 249.7 658 21.9 |[82.0 2448 70.5 21.3 [76.9 210.7 59.7 144
DCTCP 73.8 2542 759 439 |834 2473 663 19.6 |81.8 2455 70.0 22.1 |76.8 210.7 59.6 14.5
Upfgﬁ‘(’iwer 870 2100 958 0.0 |89.8 2280 706 0.0 |89.1 2233 756 00 |81.9 1957 634 0.0

while MLTCP and DCTCP deviate by 26.3% and 21.1%, respec-
tively. The CDF curves indicate that Gsched, Crux, and pFabric
exhibit highly overlapping and steeply rising curves, demon-
strating that they can consistently maintain iteration times close
to the physical lower bound in homogeneous environments. By
contrast, SRTF, MLTCP, and DCTCP display more dispersed
iteration time distributions.

Waiting Latency: In Fig. 7(b), the box plot of waiting times
highlights significant differences among the algorithms. Gsched
achieves an average waiting time of 0.1 ms, nearly reaching
ideal zero latency. Relative to Gsched, the deviation multiples of
the other algorithms are approximately: SRTF 298 x, MLTCP
550, and DCTCP 439x. Other algorithms show substantial
degradation, with SRTF at 29.8 ms, MLTCP at 55.0 ms, and
DCTCP at43.9 ms. The box plot further illustrates that Gsched’s
latency distribution is highly concentrated with no outliers,
whereas MLTCP and DCTCP exhibit peaks up to 80-100 ms,
reflecting the queuing delays inherent in traditional congestion
control under DNN synchronous communication.

Link Utilization: In Fig. 7(c), the PDF of link utilization
reflects bandwidth efficiency. Gsched reaches 0.947, close to the
experimentally achievable upper bound of 0.958, corresponding
to 98.9% proximity. In contrast, SRTF achieves 0.81, MLTCP
0.725, and DCTCP 0.759. Compared to the next-best method,
SRTF, Gsched leads by approximately 3.1 percentage points in
proximity to the upper bound, demonstrating clear advantages
in bandwidth utilization.

GPU Utilization: In Fig. 7(d), the CDF of GPU utilization
demonstrates the efficiency of GPU usage. Gsched achieves
0.863, close to the experimentally achievable upper bound of

0.87. SRTF reaches 0.778, MLTCP 0.707, and DCTCP 0.738.
Compared to the worst performer, MLTCP, Gsched leads by
17.9%, achieving approximately 1.22x performance improve-
ment. The CDF curves show that Gsched converges rapidly
around 0.86, whereas other algorithms are more dispersed,
confirming the effectiveness of the communication interleaving
mechanism in maintaining high GPU utilization.

C. Heterogeneous Scenario

Iteration Time: In a heterogeneous environment, the CDF
of iteration time demonstrates the algorithms’ ability to han-
dle diverse tasks. In Fig. 8(a), Gsched achieves an average
iteration time of 239.4 ms (deviation ~5.0% relative to the
experimentally achievable lower bound of 228.0 ms). In com-
parison, Crux reaches 254.9 ms, pFabric 253.0 ms, and SRTF
247.8 ms. The CDF curves show that Gsched’s distribution
is the most left-shifted and steepest, whereas other methods
exhibit longer tails, indicating higher iteration-time consistency
under heterogeneous workloads. This advantage comes from
ATE-based ordering, which better aligns communication service
with each task’s computation phase and reduces unnecessary
waiting before synchronization-critical transmissions.

Waiting Latency: In Fig. 8(b), the box plot of waiting times
highlights differences in task scheduling fairness. Gsched main-
tains an average waiting time of 11.8 ms. In comparison, Crux
reaches 25.9 ms, pFabric 23.6 ms, and SRTF 20.1 ms. The box
plot shows that Gsched’s median is around 5.0 ms with a small
interquartile range, whereas Crux and pFabric exhibit extreme
values up to 40-50 ms, and SRTF, MLTCP, and DCTCP show



XU et al.: GSCHED: COORDINATED FLOW-CONTROL AND PRIORITY SCHEDULING FOR DNN TRAINING IN AI CLUSTER

9585

1.00 g p— Mean 80 Mean Vatues]| 100 Gsched
e - i Gsched: 68.9% Crux
0.75 g Median 0.75] — prabric
\aé/ 00755 601 pFabric: 63.4% — BRIF !
N Gsched .8 OES9 [ SRTF: 664% | & — MLT(:P !
g 050 Crux ':040 B sho.l73R19 shod £ 40 mETcpissss| O 00| b !
—— pFabric g DCTCP: 66.3% _:
—— SRTF S |sopus 1 T
0.25 iiice 3 201 0.25 1
—— DCTCP ol Z H
0.0%00 225 250 275 300 3 < 2 @ 060 065 070 075 0007 0.7 0.8 I 0.9
e ep* i o X . . . . . . .
Iteration Time (ms) e c© QQ'D b N\X“ OC‘ Link Utilization Per-Iteration GPU Utilization
(@) (b) © (d)
Fig. 8.  Overall performance of the tasks for heterogeneous scenario: (a) iteration times, (b) waiting times, (c) link utilization, and (d) GPU utilization.
1.00 15 1.00
""" Mean Mean Values: —— Gsched
2901 Medi Gsched: 73.3% Crux |
0.75 E cdian 0.751 — pFabric _}
Q 10 cabric: 72.1% —— SRTF
240 175021 pFabric: 72.1% !
e Gsched fat 15.0p1.3 < SRTF: 70.8% | = —— MLTCP
5 = SRTF: 70.8% | ~ ] !
o 0.50 Cmi = 12.5h3.0 20RO S E MLTCP: 70.5% | © 0-507 — peree [ i
—— pFabric = 7.5[10.3 - —=-- Maximum Fooe-
£201 54 DCTCP: 70.0% i
025 — SRTF § 250113 i 0251 |
—— MLTCP i
— DCTCP ol ] i
OIO%OO 250 300 350 Q \3 ® )4 0.6 0.7 0.8 0.9 0.00° 0.7 0.8 I 0.9
PRSPPSO R . . . . . . .
Iteration Time (ms) o C QW R N\Xﬁ OC‘ Link Utilization Per-Iteration GPU Utilization
(@) (b) © (d)
Fig. 9. Overall performance of the tasks for semi-homogeneous scenario: (a) iteration times, (b) waiting times, (c) link utilization, and (d) GPU utilization.

more dispersed latency distributions, with maximum delays
reaching 70-80 ms. This indicates that other methods tend to
produce unbalanced waiting times under heterogeneous work-
loads.

Link Utilization: In Fig. 8(c), the PDF of link utilization
reflects bandwidth efficiency in heterogeneous environments.
Gsched achieves 0.689, close to the experimentally achievable
upper bound of 0.706, with a proximity of approximately 97.6%.
In contrast, Crux, pFabric, and SRTF achieve proximities of
88.7%, 89.8%, and 94.1%, corresponding to deviation multiples
of approximately 3.3x, 2.8x, and 1.8x relative to Gsched,
showing that Gsched improves bandwidth utilization in this
heterogeneous setting. The PDF curve shows that Gsched’s peak
is around 0.69 and highly concentrated, while the distributions
of other methods are flatter and more dispersed, demonstrating
Gsched’s stability in heterogeneous task scheduling.

GPU Utilization: In Fig. 8(d), the CDF of GPU utilization
demonstrates the coordination efficiency of computational re-
sources in heterogeneous environments. Gsched achieves 0.859,
close to the experimentally achievable upper bound of 0.898,
with a proximity of approximately 95.7%, among the higher
utilization results in this setting. Crux and pFabric achieve
proximities of 90.1% and 90.8%, corresponding to deviation
multiples of approximately 2.3 x and 1.9, while SRTF is about
1.5x. The CDF curves show that Gsched rises sharply around
0.86, whereas traditional congestion control methods MLTCP
and DCTCP curves shift to the right, with GPU utilization prox-
imities of 92.0% and 92.9%, confirming Gsched’s effectiveness
in efficiently coordinating GPU resources under heterogeneous
environments.

D. Semi-Homogeneous Scenario

Iteration Time: In a semi-homogeneous environment con-
taining 3 GPT-2, 2 BERT, and 2 VGG16 models, the CDF of
iteration time demonstrates the algorithms’ performance under
moderate task diversity. In Fig. 9(a), Gsched achieves an average
iteration time of 234.2 ms, with a deviation of 4.9% relative
to the experimentally achievable lower bound of 223.3 ms, ap-
proaching the minimum achievable iteration time. Crux achieves
233.7 ms with a deviation of 4.6%, slightly better than Gsched
in this common semi-homogeneous regime, consistent with
Crux’s strong GPU-intensity heuristic. Nevertheless, Gsched
remains competitive and demonstrates clearer advantages in
the highly-diverse case (204.8 ms vs. Crux’s 224.1 ms), where
ATE-optimal ordering better handles extreme heterogeneity. The
deviations of pFabric, SRTF, MLTCP, and DCTCP are 5.9%,
9.4%, 9.6%, and 9.9%, corresponding to approximately 1.2x,
1.9x%, 1.9%, and 2.0x that of Gsched. The CDF curves show
that Gsched and Crux distributions almost overlap and are
most left-shifted, rapidly converging near 235 ms, while other
methods extend to 280-300 ms, indicating that task similarity in
semi-homogeneous scenarios helps multiple algorithms achieve
comparable performance.

Waiting Latency: In Fig. 9(b), the box plot of waiting times
shows that Gsched maintains an average waiting time of 11.3 ms
with a median of approximately 7.5 ms. Crux achieves 10.3 ms,
slightly lower than Gsched. The waiting times of pFabric, SRTFE,
MLTCP, and DCTCP are 13.0 ms, 20.8 ms, 21.3 ms, and
22.1 ms, corresponding to approximately 1.15x, 1.84x, 1.88 %,
and 1.95x that of Gsched. The box plot shows that Gsched and
Crux distributions are concentrated, whereas traditional methods
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exhibit more dispersed latency with extreme peaks, reflecting
the moderate scheduling complexity in semi-homogeneous task
combinations.

Link Utilization: In Fig. 9(c), the PDF of link utilization shows
that Gsched achieves 0.733, close to the experimentally achiev-
able upper bound of 0.756, with a deviation of approximately
3.0%. Crux achieves 0.738 with a deviation of 2.4%, slightly
better than Gsched. The deviations of pFabric, SRTF, MLTCP,
and DCTCP are 4.6%, 6.3%, 6.7%, and 7.4%, corresponding
to approximately 1.5x, 2.1x, 2.2x, and 2.5x that of Gsched.
The PDF curves show multi-peak distributions for all algorithms,
with Gsched and Crux peaks more pronounced and concentrated
in the high-utilization region.

GPU Utilization: In Fig. 9(d), the CDF of GPU utilization
shows that Gsched achieves 0.854, close to the experimentally
achievable upper bound of 0.891, with a deviation of approxi-
mately 4.2%. Crux also achieves 0.854 with a deviation of 4.2%.
The deviations of pFabric, SRTF, MLTCP, and DCTCP are 5.3%,
7.7%, 8.0%, and 8.2%, corresponding to approximately 1.3 X%,
1.8x%,1.9x%, and 2.0x that of Gsched. The CDF curves show that
Gsched and Crux rise sharply near 0.85, while traditional meth-
ods rise more slowly, confirming the effectiveness of Gsched in
efficiently coordinating GPU resources in semi-homogeneous
environments.

E. Highly Diverse Heterogeneous Scenario

Iteration Time: In the highly diverse scenario with GPT-
3, GPT-2, BERT, and VGG16, models differ substantially
in computation time and communication volume. As shown
in Fig. 10(a), Gsched achieves an average iteration time of
204.8 ms, about 4.6% above the experimentally achievable lower
bound of 195.7 ms. In comparison, Crux reaches 224.1 ms,
pFabric reaches 222.2 ms, and SRTF reaches 210.3 ms, with
deviations of approximately 3.18x, 2.2x, and 1.7x that of
Gsched, respectively. The CDF curve of Gsched is more left-
shifted and steeper, while other methods show longer tails.
This indicates that ATE-based ordering better handles cases
where computation times and communication volumes differ
substantially, reducing idle gaps and long waiting tails.

Waiting Latency: In Fig. 10(b), the box plot reveals scheduling
challenges caused by task imbalance. Gsched maintains an

average waiting time of 10.3 ms with a median of approximately
zero, the only method keeping waiting times at single-digit
millisecond levels. In comparison, Crux averages 32.8 ms (ap-
proximately 3.18x), pFabric 30.6ms (2.97x), SRTF 14.2ms
(1.38%), and MLTCP and DCTCP 14.4ms and 14.5ms (both
approximately 1.4x). The box plot shows that Gsched’s la-
tency distribution is highly concentrated with minimal variance,
whereas Crux and pFabric exhibit larger tail values in this highly
diverse case, reflecting that fixed priority proxies can be less
aligned with the iteration-level objective when task sizes differ
substantially.

Link Utilization: In Fig. 10(c), the PDF of link utilization
reflects the complexity of bandwidth allocation under extreme
heterogeneity. Gsched reaches 0.622, close to the upper bound
of 0.634, with a near-optimal performance of approximately
98.1%. The corresponding performances of other methods are:
Crux 90.7% (7.4% below), pFabric 91.8% (6.3% below), SRTF
94.0% (4.1% below), MLTCP 94.2% (3.9% below), and DCTCP
94.0% (4.1% below). The PDF curves show bimodal distri-
butions for all methods, reflecting scheduling differentiation
between large GPT-3 tasks and smaller tasks, but Gsched’s main
peak is more pronounced and located in the high-utilization
region, demonstrating stable bandwidth scheduling.

GPU Utilization: In Fig. 10(d), the CDF of GPU utilization
shows the challenge of coordinating computational resources
under highly heterogeneous workloads. Gsched achieves 0.783
GPU utilization, corresponding to 95.6% of the upper bound
of 0.819, outperforming other methods. Crux, pFabric, and
SRTF reach 86.6% of bound (2.3x deviation), 87.0% (1.9x%),
and 94.0% (1.5x), while MLTCP and DCTCP achieve 93.9%
and 93.8% (both approximately 1.5x). The CDF curve shows
Gsched rising sharply after a plateau near 0.78, indicating its
ability to effectively adjust computational resource allocation
when handling extreme heterogeneous tasks.

FE. Convergence Performance

Completely Homogeneous Scenario: In the homogeneous
scenario, all four algorithms show convergence in iteration time,
but at different speeds in Fig. 11. Gsched stabilizes within the
initial iterations, SRTF fluctuates early and then converges,
DCTCP converges slightly slower than SRTF, and MLTCP
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Fig. 11.  Convergence performance for (a) Gsched, (b) SRTF, (c) MLTCP, and (d) DCTCP.

shows the largest fluctuations and requires the most iterations.
Overall, the convergence order is Gsched > SRTF > DCTCP >
MLTCP. These results show that Gsched stabilizes iteration time
faster by coordinating computation and communication. This
mainly comes from priority enforcement and work-conserving
fallback, where high-priority flows leave the bottleneck earlier
and blocked flows yield bandwidth to the next ready task.
Completely Heterogeneous Scenario: In a highly heteroge-
neous DNN training scenario, significant priority differences
among tasks make scheduling behavior more complex in Fig. 11.
Gsched, through a priority-aware mechanism, can provide more
stable iteration times for high-priority tasks, while low-priority
tasks yield in certain iteration rounds, introducing some delay
and fluctuation, resulting in a controllable convergence pro-
cess. In contrast, SRTF, MLTCP, and DCTCP exhibit similar
performance in heterogeneous environments, with noticeable
iteration time fluctuations across task flows, lacking sustained
convergence, and showing less smooth and stable trends. This
indicates that relying solely on flow scheduling is insufficient,
highlighting the advantage of coordinated scheduling. More
detailed results in Table III show that introducing a priority-
aware scheduling strategy significantly improves the iteration
time stability of high-priority tasks in heterogeneous scenarios.

G. Evaluation Scope

Our evaluation should be interpreted as RoCEv2 mechanism
validation combined with a trace driven study. The physical
testbed with RTX 4090 servers validates DSCP priority marking,
SPQ enforcement, RoCEv2 backpressure, and the interaction
between priority scheduling and congestion control. To study
workload diversity beyond this testbed scale, we use traces de-
rived from a dual server reference cluster. Therefore, the results
validate the mechanism and its behavior under representative
traces, but they do not replace a full production scale deployment
study. We leave larger cluster validation with more GPU types
and network topologies to future work.

VIII. CONCLUSION

Driven by the long-lived, bandwidth-intensive, and interde-
pendent nature of DNN training traffic, Gsched coordinates flow
control with priority-based scheduling to realize communication

interleaving on commodity switches. Its strict-priority enforce-
ment mitigates bottleneck contention, while ATE-based ordering
organizes service order according to task-level computation and
communication profiles. More importantly, the local pertur-
bation theorem provides a theoretical basis for decomposing
global contention into per-bottleneck scheduling decisions with
limited loss. Our evaluation shows that Gsched remains close to
strong heuristics such as Crux in common settings and remains
competitive under highly diverse workloads. We hope this work
motivates further study of co-designed flow control, priority
scheduling, and scalable decomposition for multi-tenant GPU
clusters.

APPENDIX

Proof of Theorem 1

Proof: The dynamics of the N-flow system can be precisely
mapped to a binary competition model, where the agents are
the priority task J, and the aggregated set of secondary-priority
tasks Jye.. For simplicity, we define the throughput ratio as:

C —thry,

= 24
thry, @4

 thrge
 thry,

According to the theorem condition thr, > C/2, we have
0 < r < 1. We further assume that in each iteration, the total
logical data volume to be transmitted by J,, and J, is identical:

Ly=Le =1L 25)

In the exclusive transmission phases, the corresponding flow
obtains the full link capacity C. We aim to prove the proposition
P(n): for all integers n > 1, in the n-th iteration, the data
volumes transmitted in each phase satisfy:

LW =r-(1—rY), L8 =r.r
Ly =1L, LW =L -(1—1").  (26)
The corresponding phase durations are:
n L —
| /):5(14” b 27)
n L —

2 _%'
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Tg():5-(1—r) (29)

Verify that P(1) holds. At the initial iteration n = 1, the
system starts from a fully overlapping state, so the duration of
phase 1 is zero, i.e., Lgl) =0.

Verification of L formulas:

o ForLgl): L-A-rtYH=L-1-7%=0.

e For Lél): During phase 2, the priority task .J,, transmits its
entire data volume L, hence Lél) = L, which matches the
formula L - r% = L.

e For L:gl): While J,, transmits L during phase 2, J .. con-
currently transmits L - 7, so Lgl) = L - r, consistent with
L-rt=1L-r.

e For Lfll): After phase 2, the remaining data for Js.. is
LV =1 -1 = L. (1-r), which matches L - (1 —
rYy=L-(1-r).

Verification of 7' formulas:

e For Tl(l): L - (1—r") =0, consistent with phase 1 dura-
tion being zero.

* For T2(1): ter . 0 = ﬁ, representing the duration of
phase 2 as the transmitted volume divided by the through-
put of J),.

o For T\V: L.(1-r)y=2%.(1-r), the duration of
phase 3 equals the remaining data volume of J,.. divided
by its throughput.

Assume that for an arbitrary integer k£ > 1, the proposition
P(k) holds, i.e., the expressions for Lgk), Lék), Lék), and Lflk)
are correct. We need to prove that P(k + 1) also holds given
P(k) is true. The iterative nature of the system implies that the
state at iteration k + 1 depends on the end state of iteration k.
Deriving the L formulas for k& + 1:

LE —p L) —p g1k =L (€29)
Lngrl) _ Lngrl) r =Lk = [kt (32)

Likﬂ) I Lngrl) N S L(1— rk-&-l) (33)

All L formulas match the definitions in P(k + 1).
Deriving the T" formulas for k + 1:

k41
pen LY Le (=) (34)
| = =
C C
L(k""l) L.k
T =2 2T (35)
thry thry
L(k+1) L-(1—pktl
T?Ek+1) _ 4 _ ( r ) (36)

c c

All T formulas agree with the definitions in P(k + 1). Since
all seven formulas hold for k + 1 assuming they hold for £,
the induction step is complete. By mathematical induction, the
proposition P(n) holds for all n > 1, proving the formulas for
the durations of the three phases in iteration n: J, exclusive,
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overlap, and J.. exclusive. Substituting r and letting L,,, Lec
be the loads of the priority and secondary tasks, the complete
formulas are:

e J, exclusive time:

L C —thr,\"
T =2 (p) 37)
! C thry
e Overlapping communication time:
L, (C—thr,\""
2 thry ( thry ) (38)

e J...exclusive time:

(n) Lgee C —thry, "
T\ = B Y 39
3 C { ( thr, (39)
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