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Abstract—Distributed Deep Neural Network (DNN) training
generates periodic, long-lived, and interdependent flows that
contrast sharply with the short, bursty, and independent flows
typical of traditional cloud services. Existing flow scheduling
methods, optimized for cloud traffic, struggle to handle the struc-
tured communication of DNN workloads, while static schedulers
remain brittle under the computation jitter and stochasticity
inherent in multi-tenant AI clusters. We propose a distributed
traffic control and scheduling framework called PQ, which shifts
from fragile global synchronization to a token-based queuing
concept. PQ utilizes standard priority queues in commercial
switches as elastic buffers, dynamically mapping task urgency
to traffic priorities based on specific scheduling policies, such as
minimizing waiting time, thereby accelerating efficiency. Results
show that PQ achieves stable communication interleaving 3.6×
to 8.8× faster than reactive baselines like MLTCP and FQ.
Furthermore, it significantly optimizes performance by reducing
average iteration time by up to 29.2% while maintaining higher
link utilization.

Index Terms—Distributed DNN training, priority queue, flow
scheduling

I. INTRODUCTION

Deep Neural Network (DNN) training has evolved into
a dominant workload in modern data centers [21], [18],
[47], [53]. As model sizes and cluster scales grow, network
performance becomes the bottleneck governing both training
efficiency and cost. While flow control and scheduling are
fundamental for resource allocation, existing solutions are
largely tailored for traditional cloud services characterized by
short, bursty, and independent flows [44], [57], [32], [25]. In
stark contrast, DNN training traffic is periodic, bandwidth-
intensive, and exhibits strong inter-flow dependencies dictated
by the iterative nature of training algorithms [26], [33], [40],
[36]. These distinctions render conventional cloud scheduling
policies ineffective for AI workloads.

The transition from dedicated clusters to multi-tenant AI
clouds introduces critical stochasticity where multiple users
concurrently train diverse models. Unlike the idealized as-
sumptions in prior works, the computation time of training
iterations fluctuates due to hardware thermal throttling and re-
source contention in pooled or virtualized environments. This
unpredictability is fatal for centralized and static schedulers
like Cassini [43]. These approaches [58], [1], [39] rely on pre-
calculated time shifts based on perfect periodicity to interleave
communication. However, even minor computation jitter in

a dynamic multi-tenant setting can invalidate these static
schedules and cause traffic collisions. Furthermore, forcing ex-
pensive GPUs to idle while waiting for synchronized time slots
is economically inefficient. Thus, there is an urgent need for a
scheduling mechanism that is robust against timing variations
and capable of achieving communication interleaving without
assuming a static world.

On one hand, traditional distributed schedulers [55], [9],
[8], [20], [2] largely lack application awareness, which often
leads to suboptimal performance. They are optimized for
flow-level fairness or minimizing the flow completion time
of random, independent traffic. However, these schemes are
oblivious to the rigid dependency chains in DNN training,
where specific communication flows directly block the next
computation phase. By treating critical blocking flows with
the same egalitarian fairness as non-critical background traffic,
these policies inadvertently stall the entire training pipeline,
leading to significant GPU idling and prolonged iteration
times.

On the other hand, recent DNN-specific solutions, most
notably MLTCP [42], attempt to approximate communication
interleaving through reactive end-host rate adaptation. These
methods introduce a specialized congestion control logic that
adjusts the congestion window based on the remaining bytes
of a flow to create transmission gaps. However, this approach
faces two fundamental hurdles. First, the iterative process of
probing for the correct rate based on remaining bytes is inher-
ently slow to converge. In the microsecond-scale environment
of AI clusters, this slow reaction time makes it impossible
to adapt to transient computation jitter. As illustrated in
Fig. 1, this leads to persistent traffic oscillation and collisions
under high load intensities, where the reactive logic fails
to stabilize the interleaving window. Second, MLTCP and
its derivatives often necessitate non-standard modifications to
the underlying network hardware, such as specialized switch
buffer management or custom NIC logic. This significantly
hinders their practical deployment in large-scale, commodity
data centers. Ultimately, these rate-based methods offer a
fragile software-level approximation that lacks the agility and
hardware compatibility required for dynamic, multi-tenant AI
workloads.

In this paper, we propose a distributed priority-queue-based
flow control and scheduling framework, denoted as PQ, for
robust communication interleaving in multi-tenant AI clusters.
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Instead of fragile global synchronization or slow reactive rate
control, PQ adopts a tag and queue philosophy leveraging the
standard priority queuing mechanisms available in commodity
switches. The key insight is that priority queues naturally act as
robust buffers against stochasticity. If traffic arrives irregularly
due to computation jitter, priority scheduling ensures that
critical flows blocking computation are processed immedi-
ately while non-critical flows are buffered. This automatically
achieves interleaving without requiring precise global clocks.
PQ achieves intelligent control by dynamically mapping the
non-communication to communication relationship of tasks to
traffic priorities such as DSCP tags. We further consider two
variants of PQ: PQ-T, a latency-oriented variant that minimizes
normalized waiting time, and PQ-L, a throughput-oriented
variant that maximizes link utilization.

To evaluate PQ, we developed a custom discrete-time sim-
ulator and conducted large-scale experiments on a 192-host
hybrid topology with a 3:1 oversubscription ratio. The results
reveal that PQ significantly outperforms existing solutions: it
reaches stable communication interleaving 3.6× to 8.8× faster
than MLTCP and FQ, respectively. Notably, PQ-L achieves
near-optimal link utilization. Under aggressive contention (in-
tensity up to 1.0), PQ-T curtails queuing delays by 6.39×,
effectively isolating critical flows through its priority-mapping
mechanism. Unlike reactive rate-control methods that degrade
under heavy load, PQ’s proactive and stateless design ensures
predictable performance, making it a robust backbone for
dynamic, multi-tenant AI workloads.

The contribution of PQ lies in two aspects. First, from a the-
oretical perspective, we show that for the objective of minimiz-
ing normalized waiting time, the globally optimal scheduling
order can be determined solely from locally measurable task
characteristics, namely the non-communication duration and
communication time, without requiring centralized global-state
coordination. Second, from a system perspective, we realize
these derived rules as a fully distributed cross-layer frame-
work, where each host independently extracts local metrics,
computes priority scores, maps them to DSCP values through
deterministic quantization, and enforces them through the joint
operation of commodity-switch priority queues and transport-
layer collaborative control. This makes PQ fundamentally dif-
ferent from prior priority-based approaches that either rely on
centralized coordination, assume generic flow-level priorities,
or do not expose the connection between local observability
and objective-driven optimal scheduling.

II. MOTIVATION

In this section, we analyze the limitations of existing static
scheduling approaches in production AI clusters, including
sensitivity to computation jitter (§II-A), poor scalability under
multi-tenancy (§II-B), and inefficient GPU idling (§II-C). We
then motivate priority queues as a robust and work-conserving
alternative for handling stochastic traffic contention (§II-D).

A. Unpredictable Computation Times

Existing network-aware schedulers assume perfect period-
icity. They model each training iteration as a deterministic

Fig. 1: Temporal evolution of communication interleaving
under MLTCP and PQ in homogeneous and heterogeneous
workloads. (a) and (b) show that MLTCP exhibits persistent
oscillation and traffic collisions, especially under workload
heterogeneity. In contrast, (c) and (d) show that PQ quickly
converges to a stable interleaving pattern and remains robust
under both homogeneous and heterogeneous settings.

cycle with fixed computation and communication phases, and
then pre-calculate time offsets to interleave communication
windows. This assumption is often violated in production
environments, where computation duration is a stochastic
variable rather than a constant. Hardware effects such as ther-
mal throttling and error correction introduce timing variation,
and operating-system jitter further amplifies it. For a static
scheduler, even a small delay can shift the next communication
phase into another job’s reserved window, causing unexpected
collisions and degraded network performance. Recomputing a
global schedule for every such perturbation is computationally
prohibitive. Therefore, static scheduling is inherently brittle in
stochastic environments.

B. Complexity of Multi-Tenancy

The trend towards multi-tenant AI clusters further exac-
erbates scheduling challenges. In virtualized environments,
resources are pooled and a training job often shares phys-
ical infrastructure with noisy neighbors. This interference
introduces non-stationary noise into the execution timeline.
Furthermore, static schedulers often rely on calculating the
least common multiple of iteration times to construct a global
schedule. In a cluster with diverse models, this common cycle
grows exponentially large and makes the scheduling horizon
intractable. The dynamic arrival and departure of tenants
require constant re-computation of these global schedules.
This creates a synchronization bottleneck that cannot scale
effectively.

C. High Cost of GPU Idling

A critical drawback of time-shifting schedulers is their
economic inefficiency. Mechanisms that enforce interleaving
by delaying the start of a job are non-work-conserving. They
intentionally force computation units to be idle to ensure
clear network paths. Given that high-end accelerators are the
most expensive resource in the data center, optimizing for
network jitter at the expense of utilization is economically
counter-intuitive. A viable solution must be work-conserving
and utilize network buffers to absorb contention rather than
halting expensive compute resources.
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Fig. 2: Comparison between fairness-based and priority-based
scheduling at a bottleneck link. (a) Throughput traces show
that priority scheduling lets critical traffic complete earlier
while non-critical traffic temporarily yields, reducing overlap.
(b) Queue-delay traces show that priority scheduling keeps the
delay of critical traffic low, whereas fairness scheduling leads
to persistently higher queueing delay under contention.

D. Priority Queues as Robust Buffers

To address these challenges, we argue for a shift from
prediction-based scheduling to priority-based buffering. We
observe that while exact timing is unpredictable, the relative
urgency of traffic is definable. Priority queues offer a natural
solution as they act as elastic buffers. When traffic bursts
collide due to jitter, priority queues enforce interleaving by
processing critical data immediately while buffering non-
critical data. This approach absorbs stochasticity without re-
quiring global clock synchronization or resource idling and
makes it the ideal primitive for multi-tenant AI clusters.

As illustrated in Fig. 2, traditional fairness-based scheduling
often leads to suboptimal performance due to persistent re-
source contention. By shifting to a priority-based strategy, we
prioritize the urgency of tasks over flow-level egalitarianism.
While this may introduce short-term unfairness at the flow
level, it significantly optimizes throughput and reduces queue
delay for the overall training task, which is a long-term
complex process rather than a collection of isolated flows.

III. RELATED WORK

Flow Control and Congestion Control. Congestion control
algorithms generally fall into three categories: drop-based [19],
[54], [12], [14], delay-based [6], [24], [5], and ECN-based [3],
[60]. Early protocols such as TCP Reno [19] relied on
packet loss as the primary congestion signal, while later
designs improved adaptability by exploiting delay signals [6]
or explicit congestion notifications [3], with the latter being
widely adopted in datacenter environments [60]. To address
increasingly diverse workload requirements, more recent de-
signs further introduced deadline-awareness [51], in-network
scheduling [23], [11], [48], and receiver-driven transport mech-
anisms [15], [34]. These advances have significantly improved
the efficiency and responsiveness of generic datacenter traffic
management. However, these approaches focus on generic
datacenter traffic and fall short in addressing the specific
scheduling and communication demands.

Traditional Data Center Scheduling. Early datacenter
scheduling primarily aimed to minimize flow completion time

Priority scheduling

Fairness scheduling

Competing

(a) (b)

Fig. 3: (a) DNN training Competing and (b) task scheduling
mode.

and improve link utilization by targeting independent and
short-lived flows. Centralized methods such as Hedera [1]
and FastPass [39] can achieve near-optimal scheduling de-
cisions, but their reliance on global state limits scalability
and responsiveness in dynamic environments. Coflow-based
schedulers [9], [8], [20] better capture dependencies among
related flows and improve coordination at the job level, yet
they still pay limited attention to inter-job contention on shared
links. Protocols such as pFabric [2] further optimize flow
completion time through priority-based scheduling, but they
are built on strong assumptions about workload characteristics
and network behavior, which restrict their applicability in
stochastic and multi-tenant settings. As a result, these designs
are less effective for modern AI clusters, where traffic is
highly structured, long-lived, and tightly coupled with iterative
training progress.

DNN Schedulers. The iterative, communication-intensive
nature of DNN training renders traditional datacenter sched-
ulers inadequate [35], [30]. Early work focused on compute
resource allocation [52], [28], [40], [13], [59], [37], [21],
often addressing network issues only indirectly via coarse
placement. Later methods improve intra-job communication
using collective algorithms [45], [22], pipelining [16], or
tensor-level scheduling [38], [29], but largely overlook inter-
job contention on shared links. D-Credit [50] proposes a
dynamic sliding-window tensor communication framework
that adaptively controls the number of concurrently transmitted
tensor blocks to improve communication-computation overlap
and reduce per-iteration time. FlowMoE [49] extends this line
to distributed MoE training by constructing a unified pipeline
over MHA, gating, expert computation, A2A communication,
and all-reduce, and further introduces tensor chunk-based
priority scheduling to overlap all-reduce with computation.
Muri [58] tackles this through interleaving in GPU-sharing,
CASSINI [43] aligns job phases via geometric and affinity
models, and MLTCP [42] enables decentralized coordination
via short-term unfairness. These works indicate that strict
bandwidth fairness is often suboptimal, consistent with con-
trolled unfairness studies [56], [4] and our own results.

IV. SYSTEM MODELING AND SCHEDULING STRATEGY

In this section, we abstract the traffic characteristics of
distributed DNN training (§IV-A) and derive optimal flow
scheduling strategies. We formulate priority rules for maxi-
mizing average link utilization (§IV-B) and minimizing nor-
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malized waiting time (§IV-C), and finally show how these rules
can be enforced using standard priority queues (§IV-D).

A. Traffic Abstraction

A distributed training workload exhibits a hierarchical struc-
ture. A training job consists of thousands of iterations which
repeat the same model execution logic. Crucially, a single
iteration comprises a sequence of multiple alternating non-
communication and communication phases. These phases ex-
hibit varying durations and create a dynamic resource demand
pattern.

For clarity, we use three core timing notations throughout
this section: G denotes the effective local non-communication
duration before a flow becomes ready, T denotes the transmis-
sion time of that flow on the bottleneck link, and D denotes
the queuing delay before the flow obtains service on that link.

To enable a tractable analysis for network scheduling, we
abstract the lifecycle of a training job around a bottleneck link
into two alternating stages. The first is the non-communication
stage, denoted by G, which represents the effective local
execution time (e.g., computation or memory access) during
which the job does not inject traffic into the bottleneck link.
The second is the communication stage, denoted by T , which
represents the time required to transmit the ready data volume
L through the bottleneck link with capacity C, i.e., T = L/C.
Accordingly, we use the pair (G,T ) as the atomic scheduling
unit, and later use D to denote the additional queuing delay
before this communication stage can start.

Based on this, we define the atomic scheduling unit as the
pair containing the completed non-communication duration G
and the subsequent communication demand T . These inputs
are measurable at the end-host, allowing our scheduler to make
decisions based on the actual dynamic state of the training
process. In other words, we are not scheduling complex
dependent tasks, but rather focusing on a portion of each
individual iteration. See Table I for the symbol.

B. Maximization of Average Link Utilization

In modern production AI clusters, the high-bandwidth
gradient synchronization of massive DNN models leads to
intense traffic convergence at the core switches. As multiple
training jobs concurrently inject traffic into the network, the
available buffer space rapidly depletes, leading to a backlog
in the switch queue. At this critical juncture, as depicted
in Fig. 3, the system could invoke a scheduling policy to
resolve the contention. Different scheduling decisions yield
vastly different performance outcomes; an arbitrary or purely
fair allocation often results in overlapping communication
windows that delay the computation start for all competing
jobs.

To address this problem, our design utilizes a hardware
priority queue to differentiate the transmission behavior of
competing flows. Figure 4 shows the dynamic changes at
the bottleneck link. By assigning different priority tags, the
priority queue ensures that different tasks are served at
different transmission rates. Specifically, high-priority flows
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Fig. 4: The convergence of flows leads to exclusive link.

are given the majority of the link bandwidth. In contrast,
the effective rate of low-priority flows is limited. This rate-
based differentiation naturally leads to traffic staggering. High-
priority tasks complete their communication ahead of time,
while low-priority traffic yields the path. This autonomous
interleaving quickly restores the exclusive link state, perfectly
matching the ideal conflict-free scheduling shown in Fig. 2.

The core optimization problem is to determine an ordering
of competing jobs that improves overall system performance.
Consider a set of N independent jobs, where each job i
is characterized by a non-communication interval Gi and
a transmission interval Ti. We assume that access to the
bottleneck link is sequential, while the non-communication
phases of queued jobs may proceed in parallel with earlier
transmissions. Under this model, job i can start transmission
only after all earlier jobs have cleared the link. Therefore, its
queuing delay Di is the sum of the transmission times of the
jobs scheduled ahead of it.

Our primary objective is to derive a sorting criterion that
maximizes the average link utilization. We define the link
utilization contribution of an individual job as the ratio of its
transmission time to its total turnaround time, which includes
the queuing delay. The optimization problem is formally stated
as maximizing the following objective function:

max
1

N

N∑
i=1

Ti

Gi + Ti +Di
(1)

To determine the optimal ordering rule, we analyze the
impact on total system link utilization by comparing the
relative scheduling order of two arbitrary jobs i and j residing
consecutively in the queue. Let D denote the cumulative
transmission time of all jobs preceding this pair. Crucially, this
base delay D is determined solely by the earlier jobs in the
queue and remains invariant regardless of the relative ordering
of i and j.

First, we evaluate the link utilization contribution when job
i is scheduled immediately before job j. In this sequence, job i
inherits the delay D, completing at Gi+Ti+D. Job j follows
immediately, inheriting a delay of D + Ti, and completes at
Gj +Tj +D+Ti. The combined link utilization contribution
for this pair is:

Ei→j =
Ti

Gi + Ti +D
+

Tj

Gj + Tj +D + Ti
(2)

Conversely, consider the swapped order, where job j pre-
cedes job i. Here, job j is subject to the base delay D, while
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job i is delayed by D + Tj . The resulting combined link
utilization contribution is:

Ej→i =
Tj

Gj + Tj +D
+

Ti

Gi + Ti +D + Tj
(3)

The optimal sequence is determined by the sign of the
difference ∆ = Ei→j − Ej→i. A positive ∆ indicates that
prioritizing i over j yields higher link utilization. To facili-
tate analysis, we rearrange the difference by grouping terms
associated with each job:

∆ =

(
Ti

Gi + Ti +D
− Ti

Gi + Ti +D + Tj

)
−(

Tj

Gj + Tj +D
− Tj

Gj + Tj +D + Ti

)
(4)

We apply the algebraic identity 1
X − 1

X+Y = Y
X(X+Y ) to

simplify the grouped fractions. This transformation allows us
to merge terms with distinct denominators.

For the first group (numerator Ti), we set X = Gi+Ti+D
and increment Y = Tj . For the second group (numerator Tj),
we set X = Gj + Tj +D and increment Y = Ti.

Substituting these back simplifies the expression to:

∆ =
TiTj

(Gi + Ti +D)(Gi + Ti +D + Tj)
−

TjTi

(Gj + Tj +D)(Gj + Tj +D + Ti)
(5)

Inspection reveals that the numerators of both resulting
fractions are identical and positive (TiTj). Consequently, for
∆ to be positive (favoring the order i → j), the fraction
corresponding to the first term must exceed the second.
Mathematically, this requires the denominator of the first term
to be strictly smaller than that of the second.

This leads to the necessary and sufficient condition for the
optimal scheduling order. Job i should precede job j if and
only if:

(Gi+Ti+D)(Gi+Ti+D+Tj)<(Gj+Tj+D)(Gj+Tj+D+Ti) (6)

This inequality provides the dynamic sorting criterion for
the system. Under the single-bottleneck abstraction above,
ensuring this condition for every adjacent pair yields the
optimal ordering for maximizing the average link utilization.

The above derivation is exact under a single effective
bottleneck with sequential service and deterministic nominal
transmission intervals. If multiple links become bottlenecks
simultaneously, the waiting process can no longer be sum-
marized by a single scalar delay D, and the rule should
be interpreted as a local ordering principle at a dominant
bottleneck rather than a globally exact result. Likewise, when
congestion causes losses and retransmissions, the effective
service time becomes stochastic, so the closed-form rule based
on Ti = Li/C is no longer exact.

TABLE I: Summary of main notations and parameters.

Symbol Meaning

G Effective non-communication duration before a flow becomes ready
T Transmission time of a flow on the bottleneck link, with T = L/C
Di Queuing delay of job/flow i before accessing the bottleneck link
L Data volume to be transmitted
C Bottleneck-link capacity
N Number of competing jobs in the analytical model
ST
i PQ-T priority score, defined as Ti(Gi + Ti)

SL
i PQ-L priority score, defined as Ti/(Gi + Ti)

C. Minimization of Normalized Waiting Time

Complementing the link utilization maximization, a sec-
ondary yet critical objective is the minimization of normalized
waiting time. This metric addresses system fairness by scaling
the queuing delay of each job relative to its total execution
cycle (the sum of non-communication and transmission dura-
tions). We model a system of N jobs, again characterized by
Gi and Ti. Given that jobs must wait for all predecessors to
clear the channel, the queuing time Di is the sum of preceding
transmission times. The optimization goal is to minimize the
aggregate normalized waiting time across all jobs:

min
∑ Di

Gi + Ti
(7)

To derive the optimal rule, we compare the aggregate system
cost under two alternative scheduling sequences for a pair
of jobs i and j. Let D represent the invariant cumulative
transmission time of all jobs preceding a specific adjacent pair
i and j.

Consider the case where job i is scheduled immediately be-
fore job j. Job i starts after delay D, contributing a normalized
cost of D

Gi+Ti
. Job j waits for an additional Ti, resulting in a

cost of D+Ti

Gj+Tj
. The local total cost for this sequence is:

Ci→j =
D

Gi + Ti
+

D + Ti

Gj + Tj
(8)

Alternatively, consider the swapped order where job j
precedes job i. Job j now incurs only the base delay D (cost

D
Gj+Tj

), while job i is delayed by D + Tj (cost D+Tj

Gi+Ti
). The

swapped local cost is:

Cj→i =
D

Gj + Tj
+

D + Tj

Gi + Ti
(9)

We compare the costs by calculating the difference ∆ =
Ci→j − Cj→i. Substituting the cost functions yields:

∆ =

(
D

Gi + Ti
+

D + Ti

Gj + Tj

)
−
(

D

Gj + Tj
+

D + Tj

Gi + Ti

)
(10)

To isolate the effect of the base delay, we regroup terms by
their denominators. The first group collects terms with Gi+Ti,
and the second collects those with Gj + Tj :

∆ =

(
D

Gi + Ti
− D + Tj

Gi + Ti

)
+

(
D + Ti

Gj + Tj
− D

Gj + Tj

)
(11)

Simplifying within the groups reveals a crucial property: the
base waiting time D cancels out completely. The first group
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simplifies to −Tj

Gi+Ti
, and the second to Ti

Gj+Tj
. The difference

equation reduces to:

∆ =
−Tj

Gi + Ti
+

Ti

Gj + Tj
=

Ti

Gj + Tj
− Tj

Gi + Ti
(12)

For the sequence ”i precedes j” to be optimal, we require
∆ < 0. This implies:

Ti

Gj + Tj
<

Tj

Gi + Ti
(13)

Since all time parameters are positive, we cross-multiply to
obtain the final sorting condition:

Ti(Gi + Ti) < Tj(Gj + Tj) (14)

This result indicates that minimizing normalized waiting
time requires prioritizing jobs based on the product of their
transmission time and their total cycle length. Specifically,
the system achieves global optimality by scheduling jobs in
ascending order of the value Ti(Gi + Ti).

D. Enforcement via Priority Queues

While our scheduling logic operates at the granularity of
the atomic scheduling unit, the enforcement is performed at
the packet level. The end-host calculates the priority based on
the derived optimal strategies and tags the packets with the
corresponding DSCP value. The switches then strictly enforce
this order via standard priority queues. This decoupling allows
complex and dynamic scheduling policies to be deployed on
commodity hardware without requiring per-packet logic in the
network core.

E. Analytical Scope and Boundary Conditions.

The derivations in this section are developed under a single
effective bottleneck abstraction. Specifically, we consider the
case where the competing communication units contend for
one dominant congested resource, and service at that resource
is sequential, with the nominal transmission time modeled as
T = L/C. Under this abstraction, the scalar waiting term
D fully captures the impact of preceding transmissions on
the current job. In a general multi-hop data center network
with ECMP, however, different flows may traverse partially
different paths and may interact at multiple congested points
simultaneously. In such cases, D can no longer be interpreted
as a single end-to-end scalar for all flows, and the closed-
form ordering rules derived here should be understood as exact
results for the dominant-bottleneck model, rather than a uni-
versal end-to-end optimum for arbitrary multi-hop topologies.

V. DESIGN

This section describes the implementation of PQ. Unlike
centralized schedulers that rely on global coordination, PQ
operates in a fully distributed manner with an autonomous
agent running on each training server. We first describe how
PQ achieves local traffic awareness (§V-A), then explain the

Buffer

Deparser

Ingress
Pipeline

Parser

Engress
Pipeline

Input Output

ip header ············

DSCP detectflow priority

Switches 

CC Engine

RX queue

Recv

Pacer

TX queue

SendUser
Space

Flow Control

ack/ecn

Pacing rate

Sender

Fig. 5: Architecture of the PQ and its collaborative execution
mechanism across the network and transport layers.

priority calculation and queue mapping mechanisms (§V-B),
and finally present the collaborative execution across the net-
work and transport layers (§V-C). The overall implementation
logic is formalized in Algorithm 1.

A. Local Traffic Awareness
This design aims to solve a specific engineering challenge.

Synchronizing the state information of all competing streams
in a distributed network in real time is not only computation-
ally expensive but also extremely complex, while relying on
a central controller to collect and distribute global informa-
tion introduces delays that compromise scheduling accuracy.
Therefore, the PQ algorithm abandons reliance on global state
information. It uses only locally observable metrics to execute
the derived logic. The system performs a cyclical process:
locally measuring task timestamps, calculating priority scores
based on algebraic rules, and enforcing the ordering through
hardware queues and transmission rate control.

The prerequisite for autonomy is self-awareness. As de-
picted in Fig. 5, the PQ agent is embedded in each training
server and does not rely on a central controller to analyze
tasks. Instead, it independently extracts atomic scheduling
metrics G and T by intercepting the training loop, as for-
malized in Lines 2–5 of Algorithm 1.

The agent employs a non-intrusive timestamping mecha-
nism. By hooking into communication primitives, it records
the completion timestamp of the previous transmission tprev
and the start timestamp of the current transmission tcurr. The
time interval ∆t = tcurr − tprev represents the computation
duration G. Given the cyclic nature of the training loop, we
apply a sliding window average to the samples from the
same execution stage across the last three iterations. This
smooths out transient fluctuations like OS jitter, yielding a
stable prediction of G for the upcoming cycle.

Before injecting the load, the agent parses the tensor meta-
data to obtain the byte size L. Combined with the network
link bandwidth C, it can derive the theoretical transmission
time T = L

C . This process is completed entirely locally and
involves only lightweight constant-time operations, including
timestamp updates, a fixed-size sliding-window average, sim-
ple arithmetic score computation, and DSCP marking.

B. Priority Calculation and Queue Mapping
The core of PQ design lies in mapping local metrics G

and T to network priorities. This mapping is based on the
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derivation of scheduling policies. Here, we find a fundamental
difference between the two optimization objectives, leading to
different design strategies.

Delay Minimization. Our theoretical derivation for mini-
mizing waiting time yields the following condition:

Ti(Gi + Ti) < Tj(Gj + Tj) (15)

A key observation here is that the local node does not
need to know information about other tasks. As proven in
the derivation, the relative order of competing flows depends
solely on the local Gi and Ti.

This means that for the objective of minimizing delay, local
information is sufficient to achieve global optimality. A single
agent does not need to know the state of other flows or
the switch queue lengths. It only needs to calculate its own
blocking cost score:

ST
i = Ti(Gi + Ti) (16)

A lower ST
i value strictly indicates a higher priority. This

allows PQ-T to achieve the exact optimal ordering for nor-
malized waiting-time minimization under the single-bottleneck
abstraction, while preserving a completely distributed imple-
mentation. In general multi-hop deployments, we interpret this
rule as the target local ordering principle enforced at congested
points, whereas the end-to-end outcome may additionally
depend on path diversity and multi-point contention.

Maximizing Link Utilization. For maximizing link utiliza-
tion, the theoretical condition is:

(Gi+Ti+D)(Gi+Ti+D+Tj)<(Gj+Tj+D)(Gj+Tj+D+Ti) (17)

Here, the variable D needs to be measured. Fortunately,
queuing time can be approximated using RTT.

Secondly, obtaining the real-time T value for each flow
requires complex network telemetry or centralized coordina-
tion, which introduces unacceptable delays. We face a choice:
introduce a complex system to obtain global information, or
rely solely on local information. We choose the latter. We
define an approximate link utilization fraction:

SL
i =

Ti

Gi + Ti
(18)

This metric represents the ratio of the communication time that
a flow occupies the link to the sum of the communication and
non-communication phases. A smaller SL

i value means that
the traffic in network usage is relatively sparse. Prioritizing
such traffic approximates the shortest remaining processing
time scheduling strategy in a cyclic context. Although this
heuristic method is mathematically approximate compared
to the globally optimal solution π∗, experiments show that
it is robust and statistically maximizes maintaining pipeline
saturation without blocking computation. This approximation
is particularly important in practical settings where multi-hop
coupling and retransmission overhead make exact real-time
estimation of the effective service process difficult.

Quantization. Given the limited number of hardware prior-
ity queues provided by commercial switches, we implemented
an explicit queue resource partitioning strategy. We reserve
Queue 0 exclusively for ACK acknowledgment packets and

critical signaling control, utilizing a strict priority mechanism
to ensure the absolute smooth operation. The remaining 7
queues are all open to carry computation traffic.

To adapt the continuous priority scores ST
i or SL

i to these 7
physical queues, the system employs a unified Global Linear
Quantization rule. Instead of relying on complex local his-
torical states for dynamic threshold determination, all agents
directly map the calculated scores linearly to DSCP values in
the IP header based on a predefined global mapping function.
This stateless deterministic mapping ensures consistency in
the understanding of priority semantics across all nodes in
the network, efficiently translating fine-grained computation
scores into differentiated network quality of service. The
detailed score calculation and mapping logic are detailed in
Lines 6–12 of Algorithm 1.

This result highlights a key distinction between PQ and
prior priority-based datacenter designs. Existing approaches
typically assign priorities based on generic flow-level attributes
or rely on centralized or global coordination to approximate
desirable orders. In contrast, our derivation shows that, for the
delay-minimization objective in multi-tenant DNN training,
the globally optimal order is directly recoverable from purely
local task information. Therefore, the role of the PQ agent
is not to heuristically guess urgency, but to implement an
objective-driven optimal rule in a fully distributed manner.

C. Collaborative Execution

By mapping priority scores to specific DSCP values, PQ
performs scheduling through a dual-mode mechanism acting
on both the network infrastructure and the host transport layer
as shown in the module of Fig. 5 and corresponding to the
execution phase in Algorithm 1 (Lines 13–20).

The agent enforces the calculated priorities by modifying
the DSCP field in the IP header. In the network core, general-
purpose switches configured with Strict Priority Queuing
ensure that queue 0 (reserved for control signals) is always
processed first. The remaining queues 1 through 7 process data
traffic strictly according to their priority order. This hardware-
level mechanism creates a physical fast lane, guaranteeing
that the urgent traffic we logically identify is forwarded
immediately.

However, relying solely on switch priority queues often
leads to buffer bloat. Large volumes of low-priority traffic can
fill shared buffers, forcing subsequent high-priority bursts to
wait for the buffer to clear, or even experience packet loss.
To mitigate this problem, PQ implements a complementary
proactive ECN intervention mechanism at the transport layer.
By differentially configuring the congestion control parameters
of RDMA or TCP, the agent makes low-priority flows highly
sensitive to ECN signals to proactively yield bandwidth, while
high-priority flows are allowed to tolerate slight congestion
and bypass slow start, thus building a second line of soft
isolation above the physical layer.

High-Priority Aggressive Mode. For traffic mapped to
high-priority data queues, the agent instructs the congestion
control engine to bypass the traditional slow-start phase to
achieve zero round-trip time saturation. This is primarily
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Algorithm 1: Collaborative Priority Scheduling
Input: Training flows F ; link capacity C; minimum RTT

RTTmin; queue resource Q0...7; global quantization
function Q(·)parameters α, β; parameters α, β

Output: Coordinated transmission with differentiated QoS
1 while PQ Agent running on training server do

// 1. Local Traffic Awareness
2 for each communication primitive in training loop do
3 Intercept tcurr and tprev to update

non-communication duration G via average history:
4 G← AVG(tcurr − tprev, num = 3)
5 Transmission size L and time T = L/C

// 2. Priority Calculation and Mapping
6 for each pending flow fi ∈ F do
7 if Objective == Delay Minimization then
8 Si ← Ti(Gi + Ti) ; // PQ-T Score

9 else if Objective == Link Utilization then
10 Si ← Ti/(Gi + Ti) ; // PQ-L Score

11 Map score to hardware queue:
qidx ← Q(Si), qidx ∈ {1 . . . 7}

12 Mark IP header: fi.DSCP ← DSCP MAP(qidx)

// 3. Collaborative Execution
13 for each marked flow fi do
14 if qidx is High Priority then

// High-Priority Aggressive Mode
15 Set initial window ICW ← C ×RTTmin ;

// Jump Start
16 Set ECN reduction factor β ← 0.9 ;

// Accelerated Recovery
17 else

// Low-Priority Yielding Mode
18 Apply rate clamping λ← α · C ; // Pacing
19 Suppress growth slope to 1/4 of standard rate

20 Inject packets into network

// Network Infrastructure Behavior (SPQ)
21 while Switch operating do
22 Always process Q0 first
23 Process Q1 . . . Q7 according to fi.DSCP in strict

priority order

achieved through the jump start mechanism: the agent rewrites
the initial congestion window (ICW) to the bandwidth-delay
product of the path (ICW ≈ C×RTTmin). This modification
allows the data stream to transmit at full line speed C from
the first packet, effectively eliminating ramp-up latency. Fur-
thermore, to maintain high throughput during minor network
fluctuations, the system employs an Accelerated Recovery
strategy. Upon receiving occasional ECN signals, the engine
applies a gentle reduction factor (β = 0.9), preventing unnec-
essary throughput degradation.

Low-Priority Yielding Mode. Conversely, for traffic
mapped to low-priority queues, the agent executes a yielding
strategy to preserve switch buffer space. The proxy configures
the pacer to perform rate clamping, limiting the maximum
injection rate to a certain proportion of the link capacity
(λpacing = α · C, where α < 1.0), thereby artificially creat-
ing bandwidth redundancy. Additionally, the system enforces
conservative growth by suppressing the congestion control
growth function. Even without receiving congestion signals,

the congestion window increases linearly at a reduced slope
(1/4 of the standard rate). This prevents large, low-priority
flows from aggressively probing bandwidth, thus reserving
critical buffer space for potential high-priority burst traffic.

By actively limiting low-priority traffic at the source, PQ
ensures that network buffers remain at low levels, guaran-
teeing that incoming high-priority tasks experience virtually
no queuing delay without the need for centralized admission
control.

This coordinated execution mechanism ensures that the
optimal ordering computed by the logical modules is faithfully
executed by the physical network, enabling communication
interleaving without centralized coordination.

D. Computational Overhead and Scalability

We analyze the host-side overhead of PQ from the per-
spective of computational complexity. PQ is fully distributed:
each training server runs an autonomous local agent and relies
only on locally observable metrics, without requiring global
state synchronization or centralized coordination. Therefore,
the overhead on one host is independent of the cluster size.

For each communication primitive, the local bookkeeping
cost is O(1), including timestamp interception, updating G via
a fixed-size sliding-window average, parsing tensor metadata
to derive T , computing a priority score, and marking the DSCP
field. The only non-constant component is the per-round scan
over the pending local flows. If a host has Flocal pending flows,
the priority calculation and queue mapping cost is O(Flocal)
for that host.

This complexity is lightweight in practice for two reasons.
First, PQ does not maintain cluster-wide state, so scaling the
cluster to thousands of devices does not increase the per-host
control complexity. Second, PQ avoids per-packet decision
making in the host control path: once the score is computed
and the DSCP field is marked, the fine-grained enforcement is
offloaded to commodity switch priority queues. Hence, PQ’s
control path scales with local flow concurrency rather than
global cluster size and does not introduce a centralized CPU
bottleneck.

VI. EVALUATION

A. Experimental Setup

Simulation Network. To evaluate the multi-tenant schedul-
ing performance of PQ, we constructed a discrete-time flow
simulator in Python, comprising approximately 4,000 lines
of code. The simulator is intended as a mechanism-faithful
model of PQ’s network-side control loop, explicitly capturing
topology, finite buffers, queueing, ECN/congestion feedback,
sender-side AIMD, and asynchronous (G,T ) task lifecycles,
rather than as a cycle-accurate emulator of GPU or NIC
microarchitecture. The simulated network employs a hybrid
topology consisting of 2 spine switches and 32 Top-of-Rack
(ToR) switches. These switches connect a total of 192 hosts,
with each ToR connecting six hosts. The network is configured
with an oversubscription ratio of 3:1 to simulate realistic
congestion scenarios. All network links operate at 60 Gbps,
and the propagation delay between ToRs and spine switches
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is set to 0.001 ms. The switch queue capacity is set to 500
KB per port to reflect the buffer constraints of switches.

Task Types and Workloads. The experiments utilize eight
representative models: GPT-2 [41], GPT-3 [7], ResNet50 [17],
VGG16, VGG19 [46], BERT [10], RoBERTa [27], and
CamemBERT [31]. These models exhibit distinct communi-
cation patterns, representing the diverse challenges in multi-
tenant scheduling. We evaluated two different scenarios. One is
a homogeneous scenario, where six types of tasks with similar
transmission requirements are randomly deployed on a multi-
tenant cluster, with one task deployed per server (excluding
GPT-3); the other is a heterogeneous scenario, where tasks
with significantly different transmission requirements coexist,
with a 1:3 ratio of GPT-3 to other types of deployments,
also with one task deployed per server. The experimental
deployment conditions approximate theoretical limits. To eval-
uate bandwidth contention, we define an intensity metric: an
intensity of 0 corresponds to the deployment of the four basic
tasks in the heterogeneous scenario. For every 0.2 increase in
intensity, one additional competing task (excluding GPT-3) is
deployed in one ToR.

Performance Metrics. We evaluate performance using the
following metrics. Iteration time, defined as the interval be-
tween two consecutive training iterations; Delay time, repre-
senting the queueing time experienced by tasks while waiting
for resources. Convergence time refers to the time required
to reach a stable iteration state. Link utilization presented as
a Cumulative Distribution Function (CDF) calculated over a
sliding window of [0, 2] seconds with a step of 0.01 seconds.

Baselines. We benchmark against three baselines: FQ, a
relatively fair flow control queuing mechanism; MLTCP, an
end-host rate control method specifically designed for dis-
tributed DNN training to achieve inter-job communication
interleaving; and pFabric, a strategy inspired by traditional
data center scheduling based on remaining data volume,
implementing a shortest remaining time first communication
policy. To further analyze the impact of scheduling strategies
on system performance, we implemented two variants of the
PQ algorithm. PQ-T aims for a minimum normalized relative
waiting time strategy, and PQ-L aims for a maximum link
utilization strategy.

B. Iteration Time Performance

We conducted a homogeneous task experiment, as shown in
Fig. 6a, in which six types of tasks with comparable transmis-
sion requirements were randomly assigned on a multi-tenant
cluster server. Observing the overall trend, the PQ-T scheme
performed best, followed closely by PQ-L, while pFabric and
MLTCP occupied the middle tier, and the conventional FQ
scheduling algorithm performed the worst. Specifically, PQ-T
achieved the lowest average iteration time of 1.92 seconds,
representing a 29.2% performance improvement over the least
efficient FQ scheme at 2.71 seconds. In comparison, PQ-L
had an average time of 1.94 seconds, outperforming pFabric’s
2.22 seconds and MLTCP’s 2.35 seconds. This superior perfor-
mance stems from the PQ framework’s use of priority queues
as a robust buffer to mitigate computational jitter, ensuring
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Fig. 6: Average iteration time performance in (a) homogeneous
workloads and (b) heterogeneous workloads.
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Fig. 7: Convergence time required to reach stability in (a)
homogeneous workloads and (b) heterogeneous workloads.

that critical flows experiencing computational blocking are
processed immediately while non-critical flows are temporar-
ily buffered. This approach enables efficient communication
interleaving without relying on global clock synchronization.

Fig. 6b presents a heterogeneous scenario comprising mixed
tasks with significantly different transmission requirements,
where the deployment ratio of GPT-3 to other task types was
set at 1 to 3. In this complex environment, the performance
ranking of the protocols remained consistent with previous ob-
servations, with the PQ series methods outperforming pFabric
and MLTCP and FQ remaining the least efficient. Specifically,
PQ-T achieved a leading iteration time of 1.86 seconds,
corresponding to a 12.1% reduction compared with the FQ
scheme’s 2.11 seconds. Meanwhile, PQ-L recorded an average
time of 1.90 seconds, markedly better than pFabric’s 1.97
seconds and MLTCP’s 2.01 seconds. The experimental results
demonstrate that by dynamically mapping task urgency derived
from the non-communication to communication ratio to DSCP
tags, PQ can leverage hardware queues to sustain extremely
high pipeline saturation in heterogeneous workloads, effec-
tively ensuring overall training progress even in the presence
of noisy background traffic.

C. Convergence Performance

We evaluated the convergence time required to reach a stable
iterative state in a homogeneous task scenario, as shown in
Fig. 7a. When deploying task types with similar transmis-
sion requirements, the PQ-T and PQ-L schemes exhibited
the fastest convergence speeds, while pFabric and MLTCP
performed moderately, and the FQ baseline scheme had the
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Fig. 8: Waiting latency analysis showing (a) average waiting time in homogeneous workloads, (b) waiting time CDF in
homogeneous workloads, (c) average waiting time in heterogeneous workloads, and (d) waiting time CDF in heterogeneous
workloads.

longest stabilization time. Specifically, PQ-T reached a stable
state in 4.26 seconds, an 8× improvement in convergence speed
compared to the FQ scheme, which required 37.73 seconds.
In contrast, the convergence times for PQ-L, pFabric, and
MLTCP were 4.38 seconds, 11.48 seconds, and 15.57 sec-
onds, respectively. This rapid convergence is attributed to the
proactive nature of the PQ framework, which utilizes priority
queues as powerful buffers capable of immediately absorbing
traffic conflicts caused by computational jitter. Unlike passive
rate control methods that must wait for congestion signals to
adjust windows, PQ’s priority-based scheduling mechanism
allows the system to transition to a stable interleaved state
within just a few cycles.

Fig. 7b shows the convergence performance in a heteroge-
neous scenario containing a 1:3 mix of GPT-3 and other task
types. The performance ranking remained consistent, with PQ
variants significantly outperforming the baseline schemes in
achieving rapid stability. PQ-T achieved the shortest conver-
gence time of 3.95 seconds, 86.8% faster than the FQ scheme’s
29.95 seconds. Meanwhile, PQ-L’s convergence time was 5.84
seconds, significantly better than pFabric’s 9.87 seconds and
MLTCP’s 13.62 seconds. The results demonstrate that the
stateless deterministic mapping used by PQ eliminates the
need for complex parameter tuning or global synchronization.
This allows heterogeneous tasks to quickly resolve conflicts
and reach an optimal scheduling order even in highly dynamic
multi-tenant environments.

D. Delay Time Analysis

We first examine the delay time performance in the ho-
mogeneous task scenario in Fig. 8a and Fig. 8b. When six
types of tasks with comparable communication requirements
are executed in parallel, a distinct performance stratification
emerges across different protocols. Using the best-performing
PQ-T as the baseline with a normalized delay of 1, the nor-
malized delay time for PQ-L reaches 1.168, while pFabric and
MLTCP incur significantly higher delays of 3.591 and 3.967,
respectively. The FQ scheme exhibits the worst performance
with a normalized value of 6.393. Specifically, PQ-T reduces
the normalized delay time by 6.39 times compared to the
FQ baseline. The CDF in Fig. 8b further confirms this trend,
where the PQ series curves rise sharply at very low delay
intervals, while the FQ curve displays a prominent long tail,

indicating that a majority of tasks under FQ suffer from
prolonged queuing delays. This advantage stems directly from
the PQ-T sorting rule ST

i = Ti(Gi+Ti), which is theoretically
proven to minimize the aggregate normalized waiting time by
prioritizing flows that are most likely to block the next cycle.

Fig. 8c and Fig. 8d present the delay time analysis for
the heterogeneous scenario. In this mixed-traffic environment,
PQ-T maintains its superior performance. With PQ-T as the
baseline normalized to 1, the delay times for PQ-L, pFabric,
and MLTCP are 1.203, 1.538, and 1.663, respectively, while
FQ records a delay of 2.170. Compared to the FQ scheme,
PQ-T achieves a 2.17× delay time. As observed in Fig. 8d,
the delay distribution of the PQ variants is significantly more
concentrated and compact than that of the other baselines un-
der heterogeneous workloads. This robustness is attributed to
the dynamic mapping mechanism of task urgency to hardware
DSCP tags. By identifying the blocking cost of different flows
locally and utilizing switch priority queues for isolation, PQ
ensures that critical data in heterogeneous tasks can bypass
buffer bloat, thereby obtaining a physical-level fast forwarding
channel amidst complex background traffic.

E. Link Utilization Performance

In Fig. 9a and Fig. 9b, the link utilization is evaluated
across multi-tenant cluster servers with homogeneous tasks.
The PQ-L scheme achieves the highest global utilization rate,
followed closely by PQ-T, while pFabric, MLTCP, and FQ
show significantly lower efficiency. Specifically, with PQ-
L normalized to 1, PQ-T maintains a high utilization of
0.983, whereas pFabric, MLTCP, and FQ record values of
0.752, 0.774, and 0.771, respectively. Compared to the FQ
baseline, PQ-L achieves a 29.7% improvement in normalized
link utilization. The CDF plot in Fig. 9b further reveals that
the PQ variants maintain consistently higher utilization rates
across the sliding measurement window. By prioritizing traffic
with relatively sparse network usage, PQ-L maximizes pipeline
saturation and maintains link utilization of the theoretical
optimum.

Fig. 9c and Fig. 9d depict the link utilization in a hetero-
geneous scenario. PQ-L remains the leader in performance,
followed by PQ-T and MLTCP, while FQ and pFabric lag
behind. With PQ-L as the baseline, PQ-T and MLTCP achieve
utilization rates of 0.929 and 0.923, respectively, while FQ
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Fig. 9: Link utilization performance presenting (a) average utilization in homogeneous workloads, (b) utilization CDF in
homogeneous workloads, (c) average utilization in heterogeneous workloads, and (d) utilization CDF in heterogeneous
workloads.

and pFabric are recorded at 0.911 and 0.897. PQ-L provides a
9.8% increase in utilization compared to the FQ scheme in this
complex environment. The CDF analysis in Fig. 9d shows that
the PQ framework effectively stabilizes link usage even under
diverse communication patterns. This robustness is enabled
by the collaborative execution mechanism, where high-priority
flows bypass traditional slow-start phases using the ”jump
start” mechanism to achieve zero-RTT saturation. This ensures
that network buffers are utilized effectively to sustain training
progress despite the complexity of heterogeneous workloads.

F. Performance Scalability under High Load

Contention Intensity and Delay. We evaluate the scalabil-
ity of different protocols by increasing the contention intensity
from 0.2 to 1.0, as shown in Fig. 10a. In this heterogeneous
scenario, each 0.2 increase in intensity represents an additional
competing task deployed on each server under a ToR switch.
As expected, the average delay time for all protocols increases
as network contention becomes more severe. From a macro
perspective, the PQ variants consistently occupy the leftmost
position in the CDF plots across all intensity levels, signifying
the lowest delay, while the FQ baseline remains the rightmost
with the highest latency. Specifically, at a high intensity of
1.0, PQ-T achieves a mean delay time of 0.338 seconds,
whereas pFabric, MLTCP, and FQ record mean delays of 0.38
seconds, 0.419 seconds, and 0.468 seconds, respectively. At
this maximum load, PQ-T reduces the average delay time by
27.8% compared to the FQ baseline.

Stability and Jitter Analysis. Fig. 10b presents the scatter
plot distribution of delay times across the varying contention
intensities. The PQ series exhibits significantly tighter clusters
compared to the widely dispersed distributions of pFabric,
MLTCP, and FQ, particularly as intensity increases. For in-
stance, at intensity 0.2, PQ-T maintains a mean delay of 0.182
seconds (1.76× faster than FQ), and even at intensity 1.0, its
distribution remains relatively stable compared to the baseline.
This robustness under high load is a direct result of the priority
queuing mechanism, which allows switches to act as elastic
buffers. By prioritizing critical flows that would otherwise
block GPU computation, PQ absorbs stochastic computation
jitter and maintains high pipeline saturation. Furthermore, the
collaborative execution’s proactive ECN intervention ensures
that low-priority traffic yields bandwidth, effectively reserving
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Fig. 10: Performance scalability under high load showing (a)
CDF comparison of different protocols and (b) scatter plot
distribution of delay times across increasing intensity.

buffer space for high-priority bursts without the need for
centralized coordination.

G. Trade-off Analysis: PQ-T vs. PQ-L

Finally, we analyze the performance trade-offs between the
two PQ variants to verify if they align with their respective
theoretical design goals. As shown in Fig. 8, PQ-T consistently
achieves the lowest waiting latency across both scenarios. In
the homogeneous case illustrated in Fig. 8a, PQ-T maintains
a 14.4% lower normalized delay compared to PQ-L. This gap
is further evidenced in the heterogeneous scenario presented
in Fig. 8c, where PQ-T yields the most compact delay distri-
bution. These results validate that the ST

i strategy effectively
minimizes the time GPUs spend idling for communication by
prioritizing flows with higher blocking costs to the cycle.

Conversely, regarding network efficiency, PQ-L demon-
strates its superiority in maximizing bandwidth exploitation.
As illustrated in Fig. 9, PQ-L achieves the highest global link
utilization, outperforming PQ-T by approximately 1.7% in ho-
mogeneous workloads and 7.1% in heterogeneous workloads
as shown in Fig. 9c. While PQ-T already significantly outper-
forms traditional baselines like FQ and pFabric, the strategy of
PQ-L to prioritize flows with relatively sparse network usage
allows it to fill the gaps in the pipeline more aggressively.
This comparison confirms that the PQ framework provides
a programmable abstraction where operators can seamlessly
pivot the system focus between minimizing task-level latency
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Fig. 11: Comparison between a CASSINI-like placement pol-
icy and PQ.

and maximizing cluster-wide throughput by simply swapping
the mapping logic between task urgency and DSCP tags.

H. Targeted Comparison with Matching-Based Scheduling

Since CASSINI is explicitly discussed in the Introduction
as a representative scheduler based on pre-matched commu-
nication placement, we add a targeted comparison here to
directly validate that criticism. Our goal is not to argue against
CASSINI as a whole, but to examine the limitation of the
matching-based scheduling principle it represents. Therefore,
instead of re-implementing the complete CASSINI framework,
we construct a focused experiment that captures its core
mechanism: pre-matched communication windows based on
placement and alignment.

Fig. 11 shows the temporal link-utilization traces under
a CASSINI-like matching-based policy and under PQ in
heterogeneous scenario. The key observation is that when the
pre-matched communication placement is imperfect, visible
idle gaps appear because the link must wait for the designated
matched flow to arrive. In contrast, PQ operates at the flow
level and remains work-conserving: whenever ready traffic
exists, the bottleneck link continues forwarding without leav-
ing such matching-induced gaps. This result directly supports
our motivation that the weakness lies in rigid matching-
based placement under dynamic conditions, rather than in any
particular implementation detail of CASSINI itself.

I. Sensitivity to α and β

PQ relies on two key control parameters in the collabo-
rative execution stage: the rate-clamping coefficient α and
the multiplicative decrease factor β. To evaluate whether PQ
is sensitive to these parameters, we conducted an additional
parameter-sensitivity study using the same discrete-time sim-
ulator framework as in the main evaluation, while focusing
on a controlled homogeneous workload setting to isolate the
effect of parameter variation.

In Fig. 12, we used the same representative model fam-
ily as in the main evaluation and ran the simulator under
the same periodic asynchronous task abstraction. We swept
α ∈ {0, 0.25, 0.5, 0.75, 1.0} and β ∈ {0.5, 0.6, 0.7, 0.8, 0.9}.
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Fig. 12: Sensitivity analysis under different parameter settings:
(a) PQ-L and (b) PQ-T.

For each parameter pair, we recorded the average iteration
time and normalized it by the maximum average iteration time
within the same sensitivity surface. Fig. X and Fig. Y show
the resulting normalized average iteration time for PQ-T and
PQ-L, respectively.

For both PQ-T and PQ-L, the normalized performance sur-
faces remain smooth over the entire parameter range, without
sharp performance cliffs. This indicates that PQ does not rely
on fragile fine-grained parameter tuning. More importantly,
even when moving from the best-performing region to the
most fairness-preserving region, the maximum relative per-
formance degradation remains below 10%, which suggests
that preserving more short-term fairness only incurs a limited
efficiency penalty.

We further observe a clear monotonic trend in both variants:
smaller α and smaller β generally lead to better normal-
ized iteration time. Intuitively, reducing α strengthens the
suppression of low-priority traffic, while reducing β makes
rate reduction more aggressive once congestion feedback is
observed. As a result, both parameters improve prioritization
efficiency when decreased. However, their impacts are not
equally strong. The variation along the α dimension is visibly
larger than that along the β dimension, indicating that α is
the dominant sensitivity knob, whereas β has a comparatively
milder second-order effect.

For PQ-T, the best relative performance appears in the
small-α region, while a broad middle range still maintains
near-best normalized iteration time. PQ-L shows a similar pat-
tern, with relatively smooth changes across β and a somewhat
stronger response to α. Overall, these results indicate that PQ
is robust across a broad range of practical parameter settings:
although more aggressive configurations can further improve
relative iteration efficiency, a wide parameter region already
provides stable near-optimal performance.

VII. DISCUSSION

In this section, we discuss the evolution path and design
limitations of the PQ framework in real-world production
environments, aiming to provide a reference for future in-depth
research in this field.

Trade-off between Fully Distributed Architecture and
Globally Optimal Strategy. PQ adopts a fully distributed
design in which each training server independently determines
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priorities from locally measured non-communication time G
and communication demand T , thereby avoiding the delay
and coordination overhead of centralized state synchroniza-
tion. Our theoretical analysis is developed under a single
effective bottleneck abstraction, where such local decisions
can expose objective-driven ordering rules in a tractable man-
ner. In practice, however, deployment occurs over multi-hop
spine-leaf networks with oversubscription, switch queues, and
distributed contention. As a result, when multiple comparable
bottlenecks are simultaneously active, or when ECMP path
diversity causes different flows to experience distinct conges-
tion locations, the exact global-optimality guarantee of the
analytical model no longer directly applies. In these cases,
PQ should be interpreted as a distributed scheduler guided by
the dominant-bottleneck model rather than a universal exact
solution for arbitrary topologies. A promising future direction
is to introduce lightweight global context, such as coarse-
grained load summaries from switches or weakly coupled
controllers, so that local agents can adapt their quantization
and priority mapping more effectively while preserving the
efficiency of distributed execution.

Scheduling Conflicts Caused by Limited Physical Pri-
ority Queue Resources. The scheduling performance of PQ
highly depends on the hardware priority queues provided by
commercial switches. In this paper, we used 7 queues for
priority quantization in our experiments. However, in large-
scale multi-tenant AI clusters, the number of concurrently
running training tasks may far exceed 7 models. When the
priority scores of a large number of tasks are mapped to
the same physical queue, the fine-grained sorting capability
advocated by PQ will degenerate into traditional first-in, first-
out or fair queuing modes within that queue. This quantization
collision is particularly prominent in scenarios where tasks are
highly homogeneous and the concurrency scale is extremely
large. How to maintain scheduling sensitivity under limited
hardware queue resources through dynamic weight allocation
or queue remapping mechanisms is an engineering challenge
that must be addressed when deploying this solution in more
complex public cloud environments in the future.

Balancing Controlled Unfairness and Cluster Produc-
tivity. The core of the PQ framework lies in actively intro-
ducing local traffic unfairness, that is, ensuring zero-latency
forwarding of critical path traffic by having non-critical path
traffic actively yield. This controlled unfairness might be
considered a flaw in traditional cloud services, but in DNN
training scenarios, it is a crucial means of improving overall
cluster productivity. This is because traditional bandwidth
fairness often leads to expensive GPU resources becoming
inefficiently idle while waiting for network synchronization.
Although experiments have shown that PQ can significantly
reduce average iteration time, in a multi-tenant environment,
explaining the uneven bandwidth allocation to different tenants
and ensuring that even low-priority traffic does not time
out due to prolonged queuing is a complex balancing act
involving resource billing and SLA guarantees. This shift in
perspective from network fairness to task progress fairness
provides important insights for designing future AI-oriented
data center network architectures.

PQ is intentionally designed around task-progress fairness
rather than strict per-tenant bandwidth fairness. In the current
design, low-priority flows are not denied service; instead,
they are rate-clamped and made more sensitive to congestion
signals so that they yield bandwidth during bursts of critical
traffic. Moreover, priorities are recomputed repeatedly for each
communication phase based on the locally observed non-
communication and communication metrics. Given the iter-
ative structure of DNN training, this dynamic reprioritization
reduces the risk of persistent starvation in typical workloads,
since a flow that is non-critical in one phase may become
urgent in a later phase. However, PQ does not currently
provide a formal starvation-free guarantee or a strict per-tenant
isolation guarantee under persistent overload or pathological
priority skew. Incorporating tenant-aware minimum-share con-
trol, priority aging, or hybrid priority/fair-queuing mechanisms
is an important direction for future work.

VIII. CONCLUSION

Inspired by the structured and interdependent characteristics
of traffic trained by deep neural networks, PQ proposes a rule-
based distributed traffic control method that bridges the gap
between local unfairness and global scheduling efficiency. This
framework abandons fragile global synchronization mecha-
nisms in favor of hardware-compatible tagging and queuing
mechanisms, utilizing standard priority queues in commercial
switches as elastic buffers to cope with random computational
jitter. Our design achieves robust communication interleaving
without requiring non-standard hardware modifications. Ulti-
mately, PQ provides a perspective for rethinking traffic control
in AI clusters, and we hope this work will inspire further
exploration of co-designed traffic control and scheduling prim-
itives in future multi-tenant training scenarios.
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